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In previous lab sessions, we have explored various multivariate methods like 
cluster analysis, principal component analysis, factor analysis and MANOVA 
using R. As discussed in Unit 16 of MST-018: Multivariate Analysis, the 
discriminant and classification analysis is a valuable and effective technique in 
multivariate analysis for understanding the differences among the groups, 
deriving a “classifier” based on these differences, and by using it to predict (or 
classify) the group to which a new observation will belong. For example, in 
medical science, observing clinical data on several medical conditions for a 
group of patients (subjects here), the doctors may arrive at a conclusion with 
the help of discriminant and classification analysis that a patient has or does 
not have a specific disease. Here, we discuss the discriminant analysis, which 
is about 

(i) “separating” or “classifying” the available set of multivariate (or p-variate) 
observations into a number of groups/populations/classes which is 
already known from the available data through use of some separation 
criterion (graphical and/or mathematical); and 

(ii) then, with the adopted separation criterion, the new object/subject/ 
observation will be allocated to one of the groups/populations/classes, 
that is based on available measurements on p-variables. 

 33.1 INTRODUCTION 

Prerequisite  

Unit 16 of MST-018: 
Multivariate Analysis. 

Sessions 25 to 32 of 
MSTL-012: Statistical 
Computing using R-II. 

Prerequisite Libraries  

Note that you need to 
install packages only 
once when you use it first 
time. But you must call 
each library using the 
library() function in each 
R session. 

library (MASS) 

library (ggplot2) 
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The point (i) comes under the discrimination step, and point (ii) under the 
classification step. In other words, we say that in point (i), the objective is to 
obtain discriminants in such a way that subjects are separated in the best 
possible manner. Point (i) can also be called descriptive analysis, which is 
exploratory in nature, and point (ii) can be called predictive analysis, which is 
based on the rules defined through point (i). 

In this session, we will obtain Fisher’s linear discriminant functions in R. We 
will explain how to classify a new observation based on specific classification 
criteria (cost of misclassification and Fisher’s classification) in R. We will also 
explore the lda() function to perform the linear discriminant and classification 
analysis in R. 

Expected Learning Outcomes  
After performing the exercises and activities of this session, you should be 
able to: 

 obtain Fisher’s linear discriminant functions manually in R; 

 determine the predicted values from discriminant functions in R; 

 classify the given observations into any one of the m populations;  

 apply the lda() function to perform the linear discriminant and 
classification analysis in R; and 

 visualise applications of the discriminant analysis in R. 

 
1. Consider the iris dataset, which consists of measurements on four 

variables: Sepal Length, Sepal Width, Petal Length, and Petal Width. 
The data were collected for 150 flowers. These flowers belong to one of 
the three species in the iris dataset. For this dataset, assuming equal 
variance-covariance matrices for three species, do the following:  

(i) Obtain Fisher’s linear discriminant functions manually to classify 
the flowers into one of the three species. 

(ii) Determine the relative importance of the discriminant functions.  

(iii) Classify the observation 0x = (5.1, 3.5, 1.4, 0.2)0x = (5.1, 0  by using (a) cost 
of misclassification and (b) Fisher’s Classification criteria.  

(iv) Compute the predicted values of two discriminant functions.  

(v) Carry out linear discriminant analysis using a built-in function in R 
and interpret the results. 

(vi) Visualise how well the discriminant functions have separated the 
three different species mentioned in the dataset.  

(vii) Obtain the confusion matrix. 

 
In Sections 16.2 and 16.4 of MST-018, you have already discussed Fisher’s 
discriminant analysis, which is used to separate two or more populations (say, 

 33.3 DISCRIMINANT ANALYSIS 

 33.2 PROBLEM DESCRIPTION 
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m). In discriminant analysis, the number of classes/groups/populations are 
considered as a response variable (say, Y), and p measurement variables are 
called predictors (explanatory X variables). Different procedures are available 
in the literature for obtaining classification or separation criteria. One of the 
most commonly used criteria is Fisher’s Discriminant function, which consists 
of obtaining linear combinations of measurement variables X to predict Y. The 
procedure of discriminant analysis involving linear discrimination functions is 
known as linear discriminant analysis, abbreviated as LDA. We will restrict our 
discussion here to LDA only. In LDA, the assumption is that the measurement 
variables (X variables) follow a multivariate normal distribution for each 
group/class/population, and variance-covariance matrices are equal (say, ), 
but different mean vectors μi; i = 1, 2, …, m, for m groups/populations with p 
variables. 

Here, we briefly mention the main steps for Fisher’s approach of discriminating 
among m populations as follows: 

Step 1:  First of all, we compute the sample mean vectors and variance-
 covariance matrices for m groups as: 

 
iN

i ij
j 1i

1x  x
Ni ij

j 1i

x  xi N
x                                                   …(1) 

and 
iN

i ij i ij i
j 1i

S x1 x x x
N 1 ij i ij ix x xij i iji ijx x xx xij i ijix                                                  …(2) 

where i = 1, 2, …, m. 

Step 2:  We obtain the variance-covariance matrix Sp as: 

k1 2p k1 2N 1 N 1S 1 ( ) N 1S ( )S ... ( )S
N m

                   …(3) 

where 
m

i 1
iN .N  

Step 3:  We now determine the between groups scatter (sum of squares and 
 cross-products) matrix B as:  

m

i i
i 1

B   x x x xi ix x x xi ix x xx xi i                                                                …(4)  

where 
m

i i
i 1

1x  N x
N i i

i 1
x  N xiN

 is the grand mean vector.  

Step 4:  We compute the within group scatter (sum of squares and cross-
 products) matrix W as:  

iNm

ij i ij i
i 1 j 1

1W  x x  x x
N m ij i ij ix x x xij i iji ijx x xij i iji                                               …(5) 

i.e., W 11 2 m p2 m
1 ( )S ( ) 1S ...

m
N 1 N 1 N S( )S

N
          …(6)                  

Step 5:  We obtain the eigenvalues and corresponding eigenvectors of the
 matrix 1W B. Suppose we have s = (min(m –1, p)) non-zero
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 eigenvalues in decreasing order, i.e., 1   2  …  s, and their
 corresponding eigenvectors are 1 2 sa , a , ..., a1 2 sa , a , ..., a1 22 .  

Step 6:  We can also compute the relative importance of the ith discriminant 
 function as: 

i

1 2 s...
; i = 1, 2, …, s                                     …(7) 

Step 7:  Then the uncorrelated discriminant functions corresponding to non-
 zero eigenvalues will be:  

1 2 sa x, a x, ..., a xx a x a x1a x1 2 sx, a x, ..., a x2 s2                                                             …(8) 

Step 8:  Lastly, we obtain the normalised eigenvectors as: 

i
iN

i P i

aa
a S a

ia
S aiNa

a SP iS aPPS aia SiS
; i = 1, 2, …, s                                    …(9) 

Such that iN P iNa S a 1iN P iNa S a 1iN P iN  for  i = 1, 2, …, s. 

33.3.1   Stepwise Procedure to Perform LDA manually 
   in R 

For Problem 1 given in Section 33.2 regarding the iris dataset, imagine a 
situation where suppose investigators have collected measurements on the 
sepal length, sepal width, petal length and petal width for a particular flower 
while collecting the data on flowers. But by chance, they failed to note down 
the species of the flower. After returning from the field, they realise their 
mistake for not noting down the species of the flowers. In such a situation, 
discriminant analysis can help in the identification of flower species based on 
the measured variables and a separation criterion. We follow the steps given 
ahead to perform LDA to solve Problem 1 given in Section 33.2 by using R: 

Step 1:  As mentioned in Problem 1(i), here we consider the iris dataset 
 whose first six rows are shown as follows: 

 

> head(iris) 

  Sepal.Length   Sepal.Width    Petal.Length     Petal.Width     Species 

1          5.1                 3.5                  1.4                    0.2              setosa 

2          4.9                 3.0                  1.4                    0.2              setosa 

3          4.7                 3.2                  1.3                    0.2              setosa 

4          4.6                 3.1                  1.5                    0.2              setosa 

5          5.0                 3.6                  1.4                    0.2              setosa 

6          5.4                 3.9                  1.7                    0.4              setosa 

As we know, the iris dataset contains a sample of 150 flowers and 
their measurements on four variables: Sepal.Length, Sepal.Width, 
Petal.Length, and Petal.Width, with the known Species (setosa, 
versicolor and virginica) to which each flower belongs. For each 

Output
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species, it has 50 samples. In this case, we can create the best 
discriminant model, which can be carried out to derive the best 
“classifier” or “separator” criteria, enabling us to classify the flower 
into one of the three species for which the measurements on each of 
the four variables are available. These three species (setosa, 
virginica and versicolor) will then represent three classes/groups/ 
populations. 

Step 2:  We now extract data of the first four columns corresponding to 
 each species: setosa, versicolor and virginica of flowers by using 
 the subset() function and store them in X1, X2 and X3, respectively, 
 shown as follows: 

 

## Extract data 

X1 <- (subset(iris, Species == "setosa"))[1:4] 

X2 <- (subset(iris, Species == "versicolor"))[1:4] 

X3 <- (subset(iris, Species == "virginica"))[1:4] 

Let us take a quick look at the first four rows of data for each subset: 

 

> head(X1, 4) 

  Sepal.Length   Sepal.Width   Petal.Length   Petal.Width 

1          5.1                3.5                 1.4                    0.2 

2          4.9                3.0                 1.4                    0.2 

3          4.7                3.2                 1.3                    0.2 

4          4.6                3.1                 1.5                    0.2 

> head(X2, 4) 

   Sepal.Length    Sepal.Width    Petal.Length    Petal.Width 

51          7.0                3.2                  4.7                   1.4 

52          6.4                3.2                  4.5                   1.5 

53          6.9                3.1                  4.9                   1.5 

54          5.5                2.3                  4.0                   1.3 

> head(X3, 4) 

    Sepal.Length    Sepal.Width     Petal.Length    Petal.Width 

101          6.3               3.3                   6.0                    2.5 

102          5.8               2.7                   5.1                    1.9 

103          7.1               3.0                   5.9                    2.1 

104          6.3               2.9                   5.6                    1.8 

Step 3:  We now compute the mean vector (column-wise mean corresponding 
 to each variable) of these three groups (subsets X1, X2 and X3) using 
 the colMeans() function as: 

Script  

Output
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## Mean vectors     

X1bar <- colMeans(X1) 

X2bar <- colMeans(X2) 

X3bar <- colMeans(X3) 

The corresponding output is given as follows: 

 

> X1bar 

Sepal.Length    Sepal.Width     Petal.Length     Petal.Width  

       5.006               3.428                1.462                0.246  

> X2bar 

Sepal.Length     Sepal.Width     Petal.Length    Petal.Width  

       5.936                2.770                4.260               1.326  

> X3bar 

Sepal.Length      Sepal.Width     Petal.Length    Petal.Width  

       6.588                  2.974               5.552               2.026  

Step 4:  In the same way, we determine variance-covariance matrices of 
 these groups using the var() function as: 

 

## Variance-covariance matrices      

S1<- var(X1) 

S2<- var(X2) 

S3<- var(X3) 

We therefore obtain the following output: 

 

> S1 

                          Sepal.Length    Sepal.Width       Petal.Length       Petal.Width 

Sepal.Length     0.12424898      0.099216327      0.016355102      0.010330612 

Sepal.Width       0.09921633      0.143689796      0.011697959      0.009297959 

Petal.Length      0.01635510      0.011697959      0.030159184      0.006069388 

Petal.Width        0.01033061     0.009297959       0.006069388      0.011106122 

> S2 

                          Sepal.Length     Sepal.Width    Petal.Length     Petal.Width 

Sepal.Length      0.26643265      0.08518367      0.18289796      0.05577959 

Script  

Output

Script  

Output
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Sepal.Width       0.08518367       0.09846939      0.08265306      0.04120408 

Petal.Length      0.18289796       0.08265306      0.22081633      0.07310204 

Petal.Width        0.05577959       0.04120408      0.07310204      0.03910612 

> S3 

                        Sepal.Length     Sepal.Width    Petal.Length     Petal.Width 

Sepal.Length    0.40434286      0.09376327      0.30328980      0.04909388 

Sepal.Width     0.09376327      0.10400408       0.07137959      0.04762857 

Petal.Length    0.30328980      0.07137959       0.30458776      0.04882449 

Petal.Width      0.04909388      0.04762857       0.04882449      0.07543265 

Step 5:  We now determine between groups sum of squares and cross 
 products (between groups scatter matrix), which is equivalent to the 
 pooled variance-covariance matrix using the formula given in 
 equation (6) as: 

 

## Between groups scatter matrix   

N1 <- nrow(X1)  

N2 <- nrow(X2)  

N3 <- nrow (X3) 

W <- ((N1 - 1)*S1 + (N2 - 1)*S2 + (N3 - 1)*S3 ) / (N1 + N2 + N3 - 3) 

Here is the generated output. 

 

> W 

                        Sepal.Length     Sepal.Width      Petal.Length       Petal.Width 

Sepal.Length   0.26500816       0.09272109        0.16751429        0.03840136 

Sepal.Width     0.09272109       0.11538776        0.05524354        0.03271020 

Petal.Length    0.16751429       0.05524354        0.18518776        0.04266531 

Petal.Width     0.03840136        0.03271020        0.04266531        0.04188163 

Step 6:  Similarly, we compute within group sum of squares and cross 
 products (within group scatter matrix) as per equation (4) as: 

 

## Within group scatter matrix 

B <- ((X1bar - Xbar) %*% t(X1bar - Xbar)) + ((X2bar - Xbar) %*% t(X2bar - Xbar)) 

                                                         + ((X3bar - Xbar) %*% t(X3bar - Xbar)) 

It gives the following output: 

Script  

Output

Script  
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> B 

        Sepal.Length      Sepal.Width     Petal.Length       Petal.Width 

[1,]    1.2642427         -0.3990533          3.304968          1.4255867 

[2,]   -0.3990533          0.2268987         -1.144792         -0.4586533 

[3,]    3.3049680         -1.1447920           8.742056          3.7354800 

[4,]    1.4255867         -0.4586533           3.735480          1.6082667 

Step 7:  We obtain matrix 1W B  with the help of solve() function and %*% 
 operator as: 

 

## Multiply W inverse and B matrices  

Winv_B <- solve(W) %*% B 

It produces the following output: 

 

> Winv_B 

                        Sepal.Length     Sepal.Width      Petal.Length      Petal.Width 

Sepal.Length      -8.991606         3.179265           -23.84905         -10.16843 

Sepal.Width      -16.351219         6.403963           -43.99596          -18.54475 

Petal.Length      23.747670        -8.651593             63.24408           26.87767 

Petal.Width        30.861421       -10.054372            80.99266           34.82689 

Step 8:  We compute the eigen vectors and eigen values corresponding to 
 1W B  matrix using the eigen() function as: 

 

## Eigen vectors and values       

eigenvectors <- eigen(Winv_B)$vectors 

eigenvalues <- eigen(Winv_B)$values 

The generated output is shown as follows: 

 

> eigenvectors 

             [,1]                   [,2]                    [,3]                   [,4] 

[1,]  0.2087418    -0.006531964    -0.04512238      0.62859307 

[2,]  0.3862037    -0.586610553     0.35101041      0.03021310 

[3,] -0.5540117     0.252561540     0.42008967      0.09585384 

[4,] -0.7073504    -0.769453092    -0.83563170    -0.77121330 

> eigenvalues 

[1]  9.464427e+01    8.390497e-01      -1.166652e-14       8.577445e-15 

B

Output
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From the output, we have  

1 = 9.464427e+01, 2 = 8.390497e-01, 3 = –1.166652e-14 and 

4 = 8.577445e-15. 

Step 9:  Let us determine the relative importance of discriminant functions 
 using equation (7) as follows:  

 

> eigenvalues / sum(eigenvalues) 

[1]  9.912126e-01    8.787395e-03    -1.221839e-16     8.983187e-17 

From this output, we can observe that the relative importance of the 
third and fourth discriminant functions is almost negligible. We, 
therefore, will focus on determination of the first two discriminant 
functions only.  

Step 10:  Since R provides the eigenvalues in decreasing order, i.e.,  1   2  
  3  4,  the corresponding first two eigenvectors can be extracted, 
 shown as follows: 

 

## First two eigenvectors    

a1 <- as.matrix(eigenvectors[,1]) 

a2 <- as.matrix(eigenvectors[,2]) 

The resulting output is given as follows: 

 

> a1 

           [,1] 

[1,]  0.2087418 

[2,]  0.3862037 

[3,] -0.5540117 

[4,] -0.7073504 

> a2 

             [,1] 

[1,] -0.006531964 

[2,] -0.586610553 

[3,]  0.252561540 

[4,] -0.769453092 

Thus, we have 

1 0.2087418, 0.3862037, 0.5540117, 0.7073504)a (1 0.20a (1  

2 0.006531964,  0.586610553,  0.252561540,  0.769453092)a (2 0.0a (2 0 0  

Output

Script  

Output
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Corresponding to the first and the second largest non-zero 
eigenvalues, the uncorrelated two linear discriminant functions are 
as follows:  

         LD1:  y1 = 0.2087418 * Sepal.Length + 0.3862037 * Sepal.Width  

      – 0.5540117 * Petal.Length – 0.7073504 * Petal.Width           

         LD2:  y2 = – 0.006531964 * Sepal.Length – 0.586610553 * Sepal.Width  

             + 0.252561540 * Petal.Length – 0.769453092 * Petal.Width  

Step 11:  We can now verify the following quantities: 

 

> t(a1)  %*%  W  %*%  a1 

             [,1] 

[1,]  0.06334528 

> t(a2)  %*%  W  %*%  a2 

               [,1] 

[1,]  0.07344733+0i 

Step 12:  Since neither 1
1 1a W a1 1a W a1  nor 1

2 2a W a2 2a W a2  are equal to 1, therefore, we 
 obtain the normalised first two eigenvectors as per equation (9) 
 given as follows: 

 

## Normalised first two eigenvectors  

a1N <- t(a1) / drop(sqrt(t(a1) %*% W %*% a1)) 

a2N <- t(a2) / drop(sqrt(t(a2) %*% W %*% a2))  

Note that here, we have used the drop() function to delete 
dimensions of an array/matrix before dividing. Try to use the above 
commands with and then without using the drop() function so as to 
understand the reason for using it in R commands. 

The resulting values are shown as follows: 

 

 

> alN 

              [,1]                 [,2]                   [,3]                 [,4] 

[1,]   0.8293776       1.534473       -2.201212        -2.81046 

> a2N 

                  [,1]                 [,2]                  [,3]                    [,4] 

[1,]   -0.02410215      -2.164521       0.9319212        -2.839188 

Hence, the normalised first two eigenvectors are 

1N 0.8293776,  1.534473,  2.201212,  2.81046)a (1N 0.8a (1N  

2N 0.02410215,  2.164521,  0.9319212,  2.839188)a (2N 0.a (2N 0  

Output
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Now, we can verify that 1
1N 1Na W a 11N 1Na W a 11N 1N  and 1

2N 2Na W a 12N 2Na W a 12N 2N . 

Therefore, Fisher’s linear discriminant functions using two 
normalised eigenvectors are given as follows: 

LD1: y1 =  0.8293776 * Sepal.Length + 1.534473 * Sepal.Width  

           – 2.201212 * Petal.Length – 2.81046 * Petal.Width  

LD2: y2 =  – 0.02410215* Sepal.Length –2.164521 * Sepal.Width  

           + 0.9319212 * Petal.Length – 2.839188 * Petal.Width   

 
As discussed in Unit 16 of MST-018, our next objective after determining 
discriminant functions is to classify a sampling unit/observation into predefined 
labelled populations. We take into account the (i) prior probabilities of 
populations, and (ii) cost of misclassification to obtain an optimum 
classification criterion. Here, we briefly state the main points as follows: 

(1)  Expected cost of misclassification method 

Assuming m multivariate normal populations with equal variance-
covariance matrices, suppose i; i 1, 2,...,m  is the ith population/group, 
and C k | i denotes the cost of misclassifying an observation to k that 
belongs to i . 

Let us set all costs of misclassification equal to 1, i.e., C(k | i) = 1  i  k. 
As per minimising the expected cost of misclassification criterion, we 
classify 0x0x  to k;  k = 1, 2, …, m for which: 

(i) discriminant score is maximum, which is given as: 

i i i 0 id ln p f x ln p0x ln p00x0
1 1

i p o i p i
1x S x x S x
2i p o i p ix S x x S xi p o i pp o i p2

x S xi p op  .                      …(10) 

   where pi is the prior probability of population i. 

(ii)   squared distance is minimum, given as: 

2 1
i 0 0 i p 0 iD x x x S x x0 0 i p 0 ix x x S x x0 0 i p 00 px x S xx x S x0 i 00 i                                                   …(11) 

(2)  We can also classify an observation 0x x0x x  to k  if it maximises 
 posterior probability of the kth population for a given observation 0x x0x x , 
 i.e., kp | xx . We can compute the posterior probability as: 

k k i
k m m

i i i
i 1 i 1

p f (x) exp(d )P( | x)
p f (x) exp(d )

m
x) ex

( )
m) k kx)

p fi
i 1

ex
i

x)
; i = 1, 2, …, m           …(12) 

(3)  Fisher’s Classification Method   

Now, we specify the criterion for allocating or classifying an observation 
0x  by using Fisher’s discrimination function. We assign 0x0x  to the kth 

group/population k ; k 1, 2,..., m,  for which: 

33.4 CLASSIFICATION INTO SEVERAL 
 POPULATIONS 
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i i 0 k
i 1

F a (x x )x x )iiia (xa (xii 0 kx x0 k0x0  is minimum.                                  …(13) 

where a1, a2, ..., as are coefficient vectors of the discriminant functions 
and s is the number of discriminants obtained in Section 33.3. 

(4)  For a given observation, say 0x x0x x , we obtain the predicted  values for s 
 discriminant functions as: 

i i 0y a xxia xii 0x ;  i = 1, 2, …, s                                                         …(14) 

33.4.1   Classification Criteria in R 

For Problem 1, we now determine the classification criteria to classify the 
given observation 0x = (5.1, 3.5, 1.4, 0.2)0x = (5.1, 0 . Let us follow the steps given 
ahead: 

Step 1:  We first compute the prior probabilities of all three groups according 
 to the number of observations in each group as:  

 

## Compute prior probabilities      

N = N1 + N2 + N3 

P1 <- N1/N 

P2 <- N2/N 

P3 <- N3/N 

You can check that these prior probabilities are 1/3 here by running 
these commands. 

Step 2:  We compute the pooled variance-covariance matrix and its inverse 
 matrix for the given m = 3 groups as: 

 

## Inverse of pooled variance-covariance matrix       

m = 3 

Sp  <- ((N1 - 1)*S1 + (N2 - 1)*S2 + (N3 - 1)*S3 ) / (N1 + N2 + N3 - m) 

Sp_inv <- solve(Sp) 

Let us now consider various classification criteria to solve Problem 1 (iii) using 
R. 

(i) Using discriminant score 

Step 3:  Thus, three discriminant scores assuming three normal populations 
 using the formula given in equation (10) are computed as: 

 

## Discriminant scores       

x0 <- c(5.1, 3.5, 1.4, 0.2) 

Script  

Script  

Script  
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d1 <-  log(p1) + (t(X1bar) %*% Sp_inv %*% x0)  

                           - (1/2)*(t(X1bar) %*% Sp_inv %*% X1bar) 

d2 <-  log(p2) + (t(X2bar) %*% Sp_inv %*% x0)  

                                           - (1/2)*(t(X2bar) %*% Sp_inv %*% X2bar) 

d3 <-  log(p3) + (t(X3bar) %*% Sp_inv %*% x0)  

                           - (1/2)*(t(X3bar) %*% Sp_inv %*% X3bar) 

It provides the following values of the discriminant scores: 

 

 

> d1 

         [,1] 

[1,] 89.84175 

> d2 

         [,1] 

[1,] 40.54492 

> d3 

          [,1] 

[1,] -5.907026 

Step 4:  We now determine the maximum value of di; i = 1, 2 and 3 shown as 
 follows: 

 

## Compute maximum value of di    

di <- c(d1, d2, d3) 

names(di) = c("d1_setosa", "d2_versicolor", "d3_virginica") 

di[which.max(di)] 

We obtain the resulting output given as follows: 

 

d1_setosa  

 89.84175  

According to the classification criterion, since the maximum 
discriminant score is d1 = 89.84175 corresponding to the first group 
setosa, so the given observation 0x = (5.1, 3.5, 1.4, 0.2)0x = (5.1, 0  is classified 
to the species group setosa. 

(ii) Using squared distance 

Step 5:  Additionally, we can also classify an observation to a population
 having minimum squared distance 2

iD ; i = 1, 2, 3 in the case of m 
 multivariate normal populations, with equal prior probabilities (1/3 in
 this case). The values of 2

iD are computed as follows: 

Output

Output

Script  



   
 
 

 

410 

Part F Multivariate Analysis 

 

## Compute squared distances       

D2_1 <- t(x0 - X1bar) %*% Sp_inv %*% (x0 - X1bar) 

D2_2 <- t(x0 - X2bar) %*% Sp_inv %*% (x0 - X2bar) 

D2_3 <- t(x0 - X3bar) %*% Sp_inv %*% (x0 - X3bar) 

Here is the generated output. 

 

> D2_1 

          [,1] 

[1,] 0.2910898 

> D2_2 

         [,1] 

[1,] 98.88475 

> D2_3 

         [,1] 

[1,] 191.7886  

Step 6:  The minimum squared distance is determined as: 

 

## Compute minimum squared distance      

D2_i <- c(D2_1, D2_2, D2_3) 

names(D2_i) = c("D2_1 setosa", "D2_2 versicolor", "D2_3 virginica") 

D2_i[which.min(D2_i)] 

We obtain the generated output given as follows: 

 

D2_1 setosa  

  0.2910898  

This indicates the minimum distance corresponds to the first group, 
setosa, to classify observation 0x = (5.1, 3.5, 1.4, 0.2)0x = (5.1, 0 . 

(iii) Using posterior probabability 

Step 7:  Let us compute posterior probabilities of m = 3 groups (species) by 
 using equation (12) for the given observation vector
 0x =(5.1, 3.5, 1.4, 0.2)0x =(5.1, 0  as: 
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## Compute posterior probabilities  

P_1 <-  exp(d1) / (exp(d1) + exp(d2) + exp(d3)) 

P_2 <-  exp(d2) / (exp(d1) + exp(d2) + exp(d3)) 

P_3 <-  exp(d3) / (exp(d1) + exp(d2) + exp(d3)) 

Here is the generated output. 

 
 
> P_1 
     [,1] 
[1,]    1 
> P_2 
             [,1] 
[1,] 3.896358e-22 
> P_3 
             [,1] 
[1,] 2.611168e-42 

You can also observe from this output that maximum posterior 
probability corresponds to the first group for the given observation 

0x 5.1,3.5,1.4,0.20x 5.1,30 . 

(iv) Using Fisher's classification method  

Step 8:  We now obtain values of Fi; i = 1, 2, 3 using the normalised first two 
 eigenvectors computed in Step 12 of Section 33.3.1 as per the 
 formula given in equation (13) as: 

 

## Compute Fi       

F1 <-  (a1N %*% (x0 - X1bar))^2 + (a2N %*% (x0 - X1bar))^2 

F2 <-  (a1N %*% (x0 - X2bar))^2 + (a2N %*% (x0 - X2bar))^2 

F3 <-  (a1N %*% (x0 - X3bar))^2 + (a2N %*% (x0 - X3bar))^2 

Fi <- c(F1, F2, F3) 

names(Fi) = c("F1 setosa", "F2 versicolor", "F3 virginica") 

We can obtain the values of Fi, i = 1, 2, 3, and determine its minimum 
value as: 

 

 

> Fi 

    F1 setosa      F2 versicolor       F3 virginica  

    0.2135715      98.8072311       191.7111238  

> Fi[which.min(Fi)] 

F1 setosa  

0.2135715  
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Since the minimum value of Fi corresponds to the first group setosa, 
according to Fisher’s classification method, therefore, we classify 
observation 0x = (5.1, 3.5, 1.4, 0.2)0x = (5.1, 0  into the setosa group. 

Note that 0x =(5.1, 3.5, 1.4, 0.2)0x =(5.1, 0  is corresponding to the first 

observation of the iris dataset. In the same way, you can check the 
classification for rest of the observations by various classification 
criteria. 

Step 9:  To solve Problem 1(iv), we determine the predicted values of two 
 discriminant functions based on normalised eigenvectors computed
 in Step 12 of Section 33.3.1 as: 

 

## Predicted values       

y1N <- a1N %*% t(iris[1:4]) 

y2N <- a2N %*% t(iris[1:4]) 

y_predN <- cbind(t(y1N), t(y2N)) 

The first six rows of the y_predN are shown as follows: 

 

> head(y_predN) 

             [,1]                 [,2] 

[1,]   5.956693       -6.961893 

[2,]   5.023581       -5.874812 

[3,]   5.384722       -6.396088 

[4,]   4.708094       -5.990841 

[5,]   6.027203       -7.175935 

[6,]   5.596840       -8.123194 

You will notice later in Section 33.5 that these predicted values differ 
from the predicted values which are provided by the lda() function. It 
is because the lda() function computes the predicted values by 
centralising the given values of the variables with respect to their 
grand mean vector obtained in Xbar. 

Step 10:  To centralise given values of the variables around Xbar, we can
 use the swep() function. It subtracts the Xbar values from the
 corresponding column values of the iris data matrix (sweep the
 contralised values from the iris data). Its syntax is given as follows:  
Syntax 

 sweep(x, MARGIN, STATS, FUN, …) 

where, 
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 Argument Description 

x It is a given matrix/array. 

MARGIN     if MARGIN = 1, it means row and if MARGIN = 2, it means column. For 
example, if MARGIN = 2, the specified operation in FUN will be applied 
to each column of x. 

STATS It is the value that should be added or subtracted from x. 

FUN It specifies an operation to be done, i.e., ‘+’ or ‘-’. The default value is ‘-’. 

... Further arguments to be passed. 

Let us now obtain the predicted values for centralised observations 
determined with the help of sweep(iris[1:4], 2, Xbar) command. The resulting 
code is given as follows:  

 

## Predicted values 

y1N_c <-  a1N %*% t(sweep(iris[1:4], 2, Xbar)) 

y2N_c <-  a2N %*% t(sweep(iris[1:4], 2, Xbar)) 

y_predN_c <-  cbind(t(y1N_c),  t(y2N_c)) 

After executing the code, we obtain the following output: 

 

> head(y_predN_c) 

               [,1]                  [,2] 

[1,]    8.061800      -0.3004206 

[2,]    7.128688       0.7866604 

[3,]    7.489828       0.2653845 

[4,]    6.813201       0.6706311 

[5,]    8.132309      -0.5144625 

[6,]    7.701947      -1.4617210 

 

 
To carry out LDA in R, we can directly use the lda() function from the MASS 
package of R. The syntax of lda() function is as follows:  
Syntax: 

lda(formula, data, ...) 

where, 
Argument Description 

formula  It is to be specified as: “groups ~ x1 + x2 + …”, where “groups” is the 
response variable to be specified as a factor object, and x1, x2, …, 
etc., are the discriminator variables.   
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data It is a data frame comprising the variables incorporated into the 
formula. 

… Further arguments to be passed. 

Let us now fit LDA model on the iris dataset in R to solve Problem 1(v) by 
using lda() function as: 

 

# Linear discriminant analysis 

library (MASS) 

lda.model <- lda(Species ~ . , data = iris) 

Note that you can also use the scale() function to scale each variable such 
that it will have mean 0 and variance 1. 

The corresponding output is given as follows: 

 

> lda.model 

Call: 

lda(Species ~ ., data = iris) 

Prior probabilities of groups: 

    setosa             versicolor           virginica  

 0.3333333         0.3333333          0.3333333  

Group means: 

                 Sepal.Length     Sepal.Width   Petal.Length    Petal.Width 

setosa               5.006              3.428               1.462               0.246 

versicolor         5.936              2.770               4.260               1.326 

virginica           6.588              2.974               5.552               2.026 

Coefficients of linear discriminants: 

                                LD1                     LD2 

Sepal.Length      0.8293776        -0.02410215 

Sepal.Width        1.5344731        -2.16452123 

Petal.Length      -2.2012117         0.93192121 

Petal.Width        -2.8104603        -2.83918785 

Proportion of trace: 

    LD1            LD2  

  0.9912        0.0088  

33.5.1   Explanation and Interpretation of the Output 

In the context of the given problem, we obtain 

(i) “Prior probabilities of groups” are the number of flowers of each 
species taken in the sample divided by the total sample size, whose total 
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should be 1. It is the same as we have obtained in Step 1 of Section 
33.4.1, which are P1, P2 and P3. 

(ii) “Group means” are the means of each of the four variables for the given 
three species, which are the same as the output of Step 3 of Section 
33.3.1. 

(iii) “Coefficients of linear discriminants” are the coefficients 
corresponding to each predictor variable that will be used to form the 
classifiers/decision rules of the LDA model. Since there are three 
species (groups) in this dataset, so we get two linear discriminants, 
namely, LD1 and LD2. Thus, two decision rules or linear discriminant 
functions can be expressed as: 

LD1: y1 =  0.8293776 * Sepal.Length + 1.5344731 * Sepal.Width  

            – 2.2012117 * Petal.Length – 2.8104603 * Petal.Width    …(A) 

LD2: y2 =  – 0.02410215* Sepal.Length – 2.16452123 * Sepal.Width  

           + 0.93192121 * Petal.Length – 2.83918785 * Petal.Width …(B) 

which are the same as obtained in the output of Step 12 of Section 
33.3.1. 

(iv) “Proportion of trace” displays the percentage separation achieved by 
each of the above linear discriminant functions, namely LD1 and LD2. In 
other words, it expresses the proportions of between-class variance 
explained by successive discriminant functions, which are the same as 
the first two relative importance discriminant functions obtained in the 
output of Step 9 of Section 33.3.1. Here, LD1 explains 99.12% of the 
variance. 

We now obtain the predicted values from the LDA model lda.model using the 
predict() function as: 

 

### Predicted values 

lda.predicted <- predict(lda.model, iris) 

The lda.predicted returns list of the following three items for each of 150 
observations (rows) in the given dataset: 

(i) class: The predicted class for each multivariate observation, that is, 
corresponding to each row of the dataset. 

(ii) posterior: The posterior probabilities that an observation belongs to 
each of the classes for each multivariate observation. 

(iii) x: The linear discriminants for each multivariate observation. 

In order to show the output here, we will consider only the first six values of 
the predicted class using the head() function in R as: 
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> head (lda.predicted$class ) 

[1]   setosa   setosa   setosa    setosa    setosa    setosa 

Levels:  setosa    versicolor    virginica 

The above output implies that the predicted class/group (here Species) for the 
first six observations (rows) of iris dataset are setosa, and as it is known to us 
that the first 50 observations correspond to setosa family in the iris dataset. 
The first six posterior probabilities are shown as follows: 

 

> head ( lda.predicted$posterior ) 

        setosa           versicolor               virginica 

1          1              3.896358e-22        2.611168e-42 

2          1              7.217970e-18        5.042143e-37 

3          1              1.463849e-19        4.675932e-39 

4          1              1.268536e-16        3.566610e-35 

5          1              1.637387e-22        1.082605e-42 

6          1              3.883282e-21        4.566540e-40 

From the above output, we can observe that for the first observation (row), the 
predicted class setosa has a posterior probability 1, the predicted class 
versicolor has a posterior probability 3.896358e-22, which is negligible or 
zero, and the predicted class virginica has a posterior probability 2.611168e-
42, which is also negligible or zero. Similarly, it can be seen that for the next 
five observations, the predicted class setosa has probability 1. You can view 
the output for the complete dataset. The first row of the output is the same as 
the posterior probabilities computed for 3 groups in Step 7 of Section 33.4.1. 

The values of LD1 and LD2 as linear combinations of the four predictor 
variables, as expressed in equations (A) and (B), respectively, for each 
observation (row) are shown as follows: 

 

> head ( lda.predicted$x ) 

              LD1              LD2 

1       8.061800     -0.3004206 

2       7.128688      0.7866604 

3       7.489828      0.2653845 

4       6.813201      0.6706311 

5       8.132309     -0.5144625 

6       7.701947     -1.4617210 
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These predicted values are the same as the values obtained in Step 10 of 
Section 33.4.  

Let us now solve Problem 1(vi). We can construct an LDA plot to view the 
linear discriminants of the model and visualise how well the discriminant 
functions have separated three different species in the dataset. For this 
purpose, we first add/attach the two columns obtained from the output of 
“lda.predicted$x” to the iris dataset, shown as follows: 

 

### Data for LDA plot 

lda.plot.data <- cbind (iris, lda.predicted$x) 

The first six rows of the output are shown as follows: 

 

> head(lda.plot.data)  

Sepal.Length  Sepal.Width  Petal.Length Petal.Width Species       LD1            LD2 

1         5.1             3.5                 1.4                 0.2          setosa    8.061800  -0.3004206 

2         4.9             3.0                 1.4                 0.2          setosa    7.128688   0.7866604 

3         4.7             3.2                 1.3                 0.2          setosa    7.489828   0.2653845 

4         4.6             3.1                 1.5                 0.2          setosa    6.813201   0.6706311 

5         5.0             3.6                 1.4                 0.2          setosa    8.132309  -0.5144625 

6         5.4             3.9                 1.7                 0.4          setosa    7.701947  -1.4617210 

We create an LDA plot using the ggplot() function from ggplot2 package, 
shown as follows: 

 

ggplot ( lda.plot.data, aes(LD1, LD2)) + geom_point (aes(color = Species) ) 

The resulting plot is displayed as follows: 

 

                                                    Fig. 33.1: LDA plot 
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From this figure, you can observe how well these classes are separated by 
LDA. 

Let us solve Problem 1(vii). We can use the following code to see what 
percentage of observations the LDA model could correctly predict for the 
actual Species as given in the iris dataset, which is known as the confusion 
matrix: 

 

# Confusion matrix 

table (iris$Species, lda.predicted$class) 

The generated output is shown as follows: 

 

                     setosa       versicolor      virginica 

  setosa            50                 0                  0 

  versicolor        0               48                  2 

  virginica          0                 1                49 

It turns out that the proposed model correctly predicted the Species for all 
flowers of the setosa family. The model correctly predicted the Species for 48 
out of 50 flowers of the versicolor family, whereas it incorrectly predicted the 
species for two flowers (row numbers 71 and 79, from the output for all 150 
rows) of the versicolor family. The model has correctly predicted the Species 
for 49 out of 50 flowers of the virginica family and incorrectly predicted the 
species for 1 (row number 134, if you view the output for all 150 rows) flower 
of the virginica family for the iris dataset. 

Note that an LDA model rarely correctly predicts every class outcome (i.e., 
rarely achieves 100% classification accuracy) for every dataset. Let us find the 
percentage of correctly predicted observations as: 

 

  > mean (lda.predicted$class == Species) 

[1] 0.98 

This output exhibits that the Species has been predicted correctly for 98% of 
observations of the iris dataset of 150 observations. We can see from the 
confusion matrix that the prediction was incorrect for only 3 observations out of 
150, and it was predicted correctly for the remaining 147 observations. 

Thus, the accuracy of the LDA model is 147/150 = 0.98. 

Do the following activity for practice. 
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You should now apply what you have learned in this session to another 
problem. 

 

Do the following exercise in R: 

CA33.1 A hypothetical dataset consists of a summary related to high school
 education for 30 states of a country, which are situated in four
 different regions as per geographical locations: East (E), West (W), 
 North (N) and South (S). Suppose the education policy is determined
 at the regional level. Based on the five variables: population (in ‘000), 
 student score in verbal component (SVC), student score in
 mathematical component (SMC), overall percentage and average
 teacher’s monthly salary (in ` ‘000) in the state. The resulting data are 
 shown as follows:  

Region Population SVC SMC Percentage Salary 

W 4041 470 514 8 27 

N 550 438 476 42 43 

E 3665 445 497 25 30 

W 2351 470 511 6 23 

S 29760 419 484 45 39 

N 3294 456 513 28 31 
E 3287 430 471 74 43 

S 666 433 470 58 35 

W 607 409 441 68 39 

N 12938 418 466 44 30 

N 6478 401 443 57 29 

E 1108 404 481 52 32 

W 1007 466 502 17 25 

S 11431 466 528 16 34 

W 5544 408 459 54 32 

E 2777 511 577 5 28 

S 2478 492 548 10 29 
N 3685 473 521 10 29 

S 4220 476 517 9 26 

                   Activity 1 

 
Write R code to solve the following exercises and interpret the results: 

A1) Examples 16.1 to 16.6 given in Unit 16 of MST-018.  

A2) SAQs 2 to 4 given in Unit 16 of MST-018.   

You may also like to match the results with the manual computation done 
in Unit 16 of MST-018.  

Continuous Assessment 33 

Scan to 
Download Data 
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Region Population SVC SMC Percentage Salary 

E 1228 423 463 60 28 

W 4781 430 478 59 38 

E 6016 427 473 72 36 

W 9295 454 514 12 38 
N 4375 477 542 14 33 

S 2573 477 519 4 24 

W 5117 473 522 12 28 

E 799 464 523 20 26 

S 1578 484 546 10 26 

N 1202 434 487 24 32 

S 1109 442 486 67 31 

For this data, assuming that these four regions have same variance-
covariance matrix, do the following:  

(i) Obtain Fisher’s linear discriminant functions manually. 

(ii) Determine the relative importance of the discriminant functions.  

(iii) Classify the observation 0x = (4041, 470, 514, 8, 271)0x = (4040  using (a) 
cost of misclassification and (b) Fisher’s classification criteria.  

(iv) Compute the predicted values of these discriminant functions.  

(v) Carry out linear discriminant analysis to classify the states into 
one of the four regions using a built-in function in R. 

(vi) Visualise how well the discriminant functions have separated 
the four different regions in the dataset.  

(vii) Obtain the confusion matrix. 

  

               Instructions for CA 33 

1) Follow the description and R code as explained in Sections 33.3 
to 33.5 in order to comprehend the discriminant and classification 
analysis manually and by using the built-in function for the data 
mentioned in Section 33.2. It will help you in solving CA33.1.  

2) Write all necessary R script for the exercise mentioned in 
“Continuous Assessment 33” as explained in this lab session. 
Take screenshots of the final code and outputs. Also state 
interpretations of the results obtained. 

3) Do not forget to keep all screenshots in your record book as 
these will contribute towards your continuous assessment in the 
lab course. 
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