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In Unit 10 of MST-018: Multivariate Analysis, you have already studied the 
theoretical aspects of principal component analysis. We have discussed that 
analysing higher-dimensional data (more than three variables) would be a 
challenging task, as the data may be highly correlated. By collating highly 
correlated variables, the principal component analysis technique helps to 
identify the best low-dimensional representation of the variation in the original 
multivariate data set. In other words, it identifies a few numbers (less than the 
number of variables in the original data set) of new (transformed) variables, 
which are the linear combinations of the original variables. These transformed 
variables explain the similar amount of variation in the data, as the original set 
of variables does. Thus, principal component analysis is viewed as a 
dimensionality reduction technique. It is important to note that the principal 
components are uncorrelated with each other and ordered in such a manner 
that the first few of them account for most of the variation in all the original 
variables. 

In this lab session, we will discuss how to apply a principal component 
analysis (PCA). We will use R to determine a new set of uncorrelated 
variables, which are linear combinations of the original set of variables. We will 
also explain how to construct the scree plot in R to select an optimum number 
of principal components.  

In the next lab session, you will study how to perform factor analysis in R. 

 27.1 INTRODUCTION 

Prerequisite  

Unit 10 of MST-018: 
Multivariate Analysis. 

Session 25 of MSTL-
012: Statistical 
Computing using R-II. 

Prerequisite Libraries  

Note that you need to 
install packages only 
once when you use it first 
time. But you must call 
each library using the 
library() function in each 
R session. 

library (datasets) 
library (car) 
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Expected Learning Outcomes  
After performing exercises and activities of this session, you should be able 
to: 

 carry out the principal component analysis to find the few best linear 
combinations from a large set of variables in R; 

 determine the principal components in R;   

 compute the variability explained by the principal components in R; 

 construct the Scree plot for selecting the number of principal 
components in R; and 

 apply the prcomp() function to perform the PCA in R. 

 

We state the following problem to understand the idea of principal component 
analysis and to demonstrate its applications: 

1. Consider the airquality data given in datasets package in R, which is 
based on daily air quality measurements in New York, between May 01, 
1973 and September  30, 1973. The data consists of 153 observations 
on six variables: Ozone (Mean ozone in parts per billion), Solar.R (Solar 
radiation in some appropriate unit), Wind (Average wind speed in miles 
per hour), Temp (Maximum daily temperature in degrees Fahrenheit), 
Month, and Day.  

(i) Carry out the principal component analysis in R, considering the 
first four columns (variables) of the given data.  

(ii) Also, find the best linear combinations of variables that best 
describe the variations in air quality.  

 
You have already studied the principal component analysis in Unit 10 of MST-
018. Here, we briefly mention the main points as follows: 

 Consider a multivariate data matrix X of order (n  p), defined in 
equation (1) of Lab Session 25. Suppose the jth column of the matrix X, 
which is a column vector of size (n 1) is denoted as jXjX , that is 

'
j 1j 2 j X col (x ,  x , jX col (xj …, ij njx  , ,  x )  consists of the observations 

corresponding to n subjects on variable jXjX . Let Σ  be the variance-
covariance matrix and ρ  be the correlation matrix corresponding to the 
hypothetical population from which the data matrix X has been obtained.  

 Also suppose 1 2 p     0  be the eigenvalues of matrix Σ . In 
terms of the p vectors jX ; j 1, 2, , pjX ; j 1, 2, j 1, 2, 1, 2, , the multivariate data matrix is now 

written as 1 2 pX  X  ,  X  , ,  X1 2 pX  ,  X  , ,  X1 22X  ,  X  , 1 22 . 

 27.2 PROBLEM DESCRIPTION 

 27.3 MATHEMATICAL FRAMEWORK OF 
 PRINCIPAL COMPONENT 
 ANALYSIS 
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 To obtain the principal components for the hypothetical population 
means to obtain the p number of linear combinations, say 1 2 pY , Y  , , Y , 

such that, 
'

1 1 11 1 12 2 1p pY  a X  a X  a X  a X11 1 12 2 1p pa X1p1p11 1 12 2X a X a Xa X a X11 1 12 211 1 111 1 1  

'
2 2 21 1 22 2 2p pY  a X  a X  a X  a X21 1 22 2 2p pa X2p221 1 22 2X a X a Xa X a X21 1 22 221 1 2221 1 22 2  

                                                                          
'

p p p1 1 p2 2 pp pY  a X  a X  a X  a Xp1 1 p2 2 pp pa Xppppp1 1 p2 2X a X a Xa X a Xp1 1 p2 2p1 1 p2p1 1 p2 2  

where  '
j j1 j2  jp  a a , a ,  , a  j j1a a , aj j1a aj1j1 is a vector of coefficients corresponding to 

1 2 pX  ,  X  , ,  X1 2 pX  ,  X  , ,  X1 22  in the jth linear combination. 

 Note the following: 

(i) The first principal component 1Y  is that linear combination '
1a X1a X1  that 

maximises '
1 1V a X V(Y ) 1a X V(Y1  subject to condition '

1 1a  a 11 1a  a 11 1 . 

(ii) The second principal component 2Y  is that linear combination '
2a X2a X2  that 

maximises '
2 2V a X  V(Y )2a X  V(Y2  subject to condition '

2 2a  a 12 2a  a 12 2  and  
' '
1 2 1 2Cov a X , a X  Cov Y  , Y  01 2a X , a X  Co1 22 Co . 

(iii) In this manner, the jth principal component jY  is that linear combination 
'
ja Xja Xj  that maximises '

j jV a X  V(Y )ja X  V(Yj  subject to condition '
j ja  a 1j ja  a 1j j  and  

' '
j m j mCov a X , a X  Cov Y  , Y 0j ma X , a X  Coj mm Co  for j m . 

(iv) '
j j jV(Y )  a  Σ a   ; j 1, 2, , p j jj ; j ,ja Σa ; j 1aj Σ a   ; j 1, j   and  '

j m j mCov Y  , Y  a  Σ a   ;  j, m 1, 2, , pj mj ; j,ma Σa ; j maj Σa   ;  j, mm   

 It is also important to note that, 

 j jV(Y )   jth eigen value of Σ  for j 1, 2,  ,  p  

p p p

j j 1 2 p j
j 1 j 1 j 1

V(X )  V(Y )      

 The coefficients ij a   ;  i, j 1, 2, , p  are called the weights or more 

popularly as loadings because they explain how much each of the 
original observation ij x  contributes to each of the principal components. 

 Now, suppose the sample data matrix X  that is available to us has a 
sample mean vector XX  and sample variance-covariance matrix S. 
Therefore, now, it is about obtaining the estimates of the coefficients 

'
j j1 j2  jp  a a , a ,  , aj j1a a , aj j1a aj1j1  corresponding to the jth principal component, which 

maximise the estimated variances of the principal components jY 's  with 

respect to the estimated covariance matrix S.  

 Let  1e1e  be the eigenvector corresponding to the eigenvalue 1 , 2e2e  be 
the eigenvector corresponding to the eigenvalue 2 , and so on, pepe  be 
the eigenvector corresponding to the eigenvalue p , where 

1 2 p     0  with respect to the matrix S. Thus, 1e1e  is the 
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eigenvector corresponding to the largest eigenvalue 1 , 2e2e  is the 
eigenvector corresponding to the second largest eigenvalue 2 , and so 
on, pepe  is the eigenvector corresponding to the smallest eigenvalue p .  

 Then, the jth sample principal component jŶ  will be given by 

 '
j j j1 1 j2 2 jp pY  e X  e  X  e  X  e  X   ; j 1, 2, , pˆ

1 j2 2 jp p ; j , ,1 j2 2 jp pX e X e X   ; j 1, 2, 1 j2 2 jp p1 j2 2 jj2 2j j1j j1e X e Xj j1j j1 X  

 satisfying the relations: 
'

j j j jV(Y )  e  S e    ; j 1, 2, , pj j j ; jj j je Se    ; jj j jj  

'
j m j mCov Y  , Y  e  S e 0  ; j,  m 1, 2, , p and j mj m ; jj me Se 0  ; jj m  

 The proportion of total variance explained by the jth sample principal 
component equals to 

j

1 2 p

  ;  j 1, 2, , p
  

 

 

Here, we discuss the PCA technique in R with the help of the first four columns 
of airquality data from the datasets package in R, as mentioned in Problem 1 
of Section 27.2.   

Step 1: We first load this airquality data set in our R workspace. It is
 seen that the data airquality consists of some NA values (that is, 
 missing values). So, we would first remove those rows from this data
 frame which indicate the presence of missing values in the columns. 
 It is done as follows: 

 

Data1<- na.omit(airquality) 

Step 2: We now extract its first four columns. Therefore, we create a required 
 data frame Data1 shown as follows: 

 

Data2 = Data1[ , 1:4]  

Step 3: Now, the data frame Data2 consists of 111 rows and 4 columns. You 
 may check this as follows: 

 

nrow(Data2) 

dim(Data2)  

The output is given as: 

27.4 PRINCIPAL COMPONENT ANALYSIS 
 USING R 

Script  

Script  

Script  

It is important to note that 

all the eigenvalues of a 
matrix  need not be 

unique, that is, some 

eigenvalues may be equal. 

Consequently, the 

corresponding 

eigenvectors and hence, 

the corresponding principal 

components may also not 

be unique. 
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> nrow(Data2) 

[1] 111 

> dim(Data2) 

[1] 111   4 

Step 4:  Note that the rows retained in Data2, after removing the rows with NA
 values from Data1, will have the original row numbers, which will not
 be continuous. You can verify this by observing the output of Data2. 
 To rename the rows of Data2 (obtained after deleting rows with NA 
 values) so that the rows have continuous numbering, we can write 

 

rownames(Data2)= 1:nrow(Data2)  

Step 5:  Once we have read a multivariate data set into R, we need to plot the 
 given multivariate data. We use the scatterplotMatrix() from car 
 package or plot() function to plot the multivariate data as discussed in 
 Session 25, plotting each pair of variables, as follows: 

 

scatterplotMatrix(Data2)  

The pairwise scatter plot of columns of Data2 under consideration will 
be as follows: 

 
Fig 27.1: Pairwise scatter plot  

The graph clearly shows the correlation among the variables. Another 
thing that we would usually like to do is to calculate summary 
statistics, such as the mean, standard deviation, variance-covariance 
matrix, and correlation matrix for the multivariate data to gain deeper 
insights into the data. You can compute these values as explained in 
Session 25. 

Script  

Script  

Output 
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Step 6:  Carrying out PCA 
To carry out a PCA on a multivariate data set, the first step often used 
is to standardise the variables under study using the scale() function. 
This is necessary if the input variables have very different variances 
or are measured on different units of measurement. In airquality 
data, all the variables have different units of measurement, so we 
would like to scale the variables as follows: 

 

Data2.s  =  as.data.frame (scale (Data2))  

Step 7: We can check that each of the standardised variables stored in 
 Data2.s has a mean 0 and standard deviation 1, by typing the 
 command: 

 

sapply (Data2.s, mean) 

sapply (Data2.s , sd) 

Here is the output. 

 

> sapply (x.s, mean) 

      Ozone                   Solar.R                      Wind                      Temp  

-1.445896e-17      -1.511847e-16         -2.128589e-16       -2.742465e-16  

> sapply (x.s , sd) 

  Ozone     Solar.R     Wind     Temp  

      1              1              1            1 

Step 8: Once we have standardised the variables, a principal component 
 analysis can be performed by using the prcomp() function in R, for 
 which the syntax is given as follows: 
Syntax 

 prcomp (x, scale., …)  

where, 

Argument Description 

x  It takes a numeric data frame (matric) which provides the data for PCA. 

scale. It takes a logical value. TRUE value indicates the scaling of variables 
having unit variance before the PCA. By default, it takes FALSE. 

… Further arguments to be passed. 

Let us perform the principal components analysis on Data2.s or you 
can directly use Data2 and pass the scale. = TRUE argument in the 
prcomp() function. It will automatically scale the Data2 for you as:  

Script  

Script  

Output 
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Data2.pca <- prcomp(Data2, scale. = TRUE) 

 ## or  

Data2.pca <- prcomp(Data2.s) 

It provides the following output: 

 

 

> Data2.pca  

Output:  

Standard deviations (1, .., p=4): 

[1]  1.5361961      0.9458733      0.6897463      0.5193026 

Rotation (n x k) = (4 x 4): 

                    PC1                 PC2                 PC3                PC4 

Ozone    0.5890040     -0.06279119     0.1146414     -0.7974891 

Solar.R  0.3169087      0.89844744    -0.2777312      0.1233953 

Wind    -0.4970366      0.43021767     0.6905372     -0.3017048 

Temp     0.5528090     -0.06133702     0.6579370      0.5076996 

In the above output, the values shown as the standard deviation are 
the square roots of the eigenvalues, ordered from largest to smallest, 
and the columns of the rotation matrix are precisely the eigenvectors 
(also known as loadings for PCA) corresponding to these 
eigenvalues. 

Step 9: To extract loadings for the first principal component from the PCA 
 of the airquality data by using 4 variables, the code is given as 
 under: 

 

## First principal component  

PC1 <- Data2.pca$rotation[, 1]  

 Which will produce the following output: 

 

> PC1 

    Ozone         Solar.R           Wind           Temp  

 0.5890040   0.3169087   -0.4970366    0.5528090 

 It is noticed that it is the first column of the rotation matrix, and
 which is precisely the first eigenvector of the sample variance-
 covariance matrix (S1).  

Step 10: We verify it in this case by computing the eigenvalues from the
 sample variance-covariance matrix of the scaled data matrix 
 Data2.s. Also, the standard deviations of the principal components

Script  

Output 

Output 

Script  
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 are a named element called sdev of the output object Data2.pca, 
 which is easily extracted. The resulting commands are as 
 follows: 

 

# eigenvalues of variance-covariance matrix S1  

S1 = cov(x.s)  

eig = eigen(S1) 

evalues <- eig$values  

sqrt(evalues) 

Data2.pca$sdev  

Here is the output. 

 

> sqrt(evalues) 

[1] 1.5361961     0.9458733      0.6897463      0.5193026 

> Data2.pca$sdev 

[1] 1.5361961     0.9458733      0.6897463      0.5193026 

You can verify that both options provide the same values from the 
above output. 

Step 11: Let us now study the eigenvectors obtained for the sample variance-
 covariance matrix (S1) of the scaled data matrix Data2.s, as follows: 

 

# eigenvectors of variance-covariance matrix S1  

evects <- eig$vectors  

Let us now print the output. 

 

 

> evects 

             [,1]                [,2]                [,3]              [,4] 

[1,]  0.5890040   0.06279119   0.1146414   0.7974891 

[2,]  0.3169087  -0.89844744  -0.2777312  -0.1233953 

[3,] -0.4970366  -0.43021767   0.6905372   0.3017048 

[4,]  0.5528090   0.06133702    0.6579370  -0.5076996 

Note that the eigenvectors obtained are precisely the same as the 
rotation matrix obtained using Data2.pca$rotation command. You 
can also use the correlation matrix to obtain the eigenvalues and 
eigenvectors instead of using the variance-covariance matrix. 

Loadings for the principal components are stored as rotation in the 
result object Data2.pca obtained using the function prcomp(). The 

Output 

Output 

Script  

Script  
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output Data2.pca$rotation  contains a matrix with the loadings of 
each principal component, where the first column in the matrix 
contains the loadings for the first principal component, the second 
column contains the loadings for the second principal component, 
and so on. 

Thus, the first principal component is a linear combination:  
'

1 1 1 2 3 4Y  e X  0.589 X 0.317 X 0.497 ˆ X 0.552 X1 2 3 41 22 0 552X3X 0 317X 0 4971 21 2 X3111e X 0 5811  

Step 12: Similarly, to obtain the loadings for the second principal component 
 (PC1), we may write: 

 

## Second principal component  

PC2 <- Data2.pca$rotation[, 2]  

It gives the following output: 

 

> PC2 

     Ozone               Solar.R               Wind                 Temp  

-0.06279119       0.89844744      0.43021767       -0.06133702 

Thus, the second principal component PC2 is a linear combination:  
'

2 2 1 2 3 4Y  e X  0.063 X 0.898 X 0.430ˆ  X 0.061 X1 2 3 41 2 0 061X3X 0 898X 0 4301 21 2 X3222e X 022  

In the same way, you can define the remaining principal 
components.  

Step 13: Also note that the square of the loadings of each principal
 component will always sum up to 1, as this is a constraint which has
 been used for calculation of the loadings. We examine the first two 
 principal components as: 

 

sum(PC1^2) 

sum(PC2^2)   

 The output is given by 

 

> sum(PC1^2)   

[1] 1 

> sum(PC2^2)   

[1] 1 

Similarly, you may verify the same for each of the subsequent 
 principal components. 

Script  

Output 

Output 

Script  
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Step 14: We can also get a summary of the principal component analysis 
 results using the summary( ) function on the result object obtained 
 upon using prcomp() function, that is, Data2.pca, which would be 
 an object of class prcomp,  as follows: 

 

### Summary of PCA 

class(x.s.pca) 

summary(x.s.pca)  

This gives us the standard deviation of each component, the 
proportion of variance explained by each component, and the 
cumulative proportion of variance explained by the first component, 
the first and the second component, and so on, is given as follows: 

 

 

> class(x.s.pca) 

[1] "prcomp" 

> summary(Data2.pca) 

Importance of components: 

                                          PC1       PC2         PC3          PC4 

Standard deviation         1.536    0.9459    0.6897     0.51930 

Proportion of Variance   0.590    0.2237    0.1189     0.06742 

Cumulative Proportion   0.590    0.8136    0.9326     1.00000 

The above output shows that the first principal component explains 
59% of the total variation, while the second principal component 
explains 22.37% of the total variation of the original data. You can 
see that the first and second principal components together explain 
81.36% of the total variation of the original data, and so on.  

Step 15: As discussed in Step 10, standard deviations of the principal
 components are extracted by using Data2.pca$sdev command. We 
 then obtain variances of the principal components as:  

 

# Standard deviations of principal components 

Data2.pca$sdev  

# Variances of principal components 

Data2.pca$sdev^2  

The output is obtained as follows: 

 

 

> Data2.pca$sdev  

[1] 1.5361961    0.9458733     0.6897463     0.5193026 

> Data2.pca$sdev^2  

[1] 2.3598986     0.8946763     0.4757499     0.2696752 

Output 

Script  

Output 

Script  
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You can also compute the total variance explained by each principal 
component manually as: 

 

# total variance explained by each principal component 

variance_explained >- Data2.pca$sdev^2 / sum(Data2.pca$sdev^2) 

It gives the following output: 

 

> variance_explained  

[1] 0.5899747 0.2236691 0.1189375 0.0674188 

Which is the same as that obtained in Step 14. 

Step 16: The total variance explained by the components is the sum of the 
 variances of the principal components, which can be obtained as: 

 

## Total variance explained  

sum(Data2.pca$sdev^2)  

Here is the output. 

 

> sum(Data2.pca$sdev^2) 

[1] 4 

It is noted that, for standardised data, the variance of each 
standardised variable is 1. Therefore, the total variance is equal to 
the sum of the variances of the individual variables, and since the 
variance of each standardised variable is 1, the total variance 
should be equal to the number of variables, which is 4 in this data. 

Step 17:   Decision on the selection of number of principal components 

The obvious question that may arise after performing PCA is how to 
decide the number of principal components that must be retained for 
sensible data reduction. In order to determine how many principal 
components should be retained, the result of a principal components 
analysis is summarised by making a “scree plot”, which we can do in 
R using the screeplot() function. The scree plot, in general, is a plot 
of the ordered eigenvalues 1 2 p      of the sample covariance 

matrix. It should be noted that the eigenvalues are the same as the 
variances of the principal components, as discussed earlier. 

For Problem 1(iii), we compute the eigenvalues from the sample 
covariance matrix (S1) of data Data2.s, which is scaled, and then 
obtain the scree plot as follows: 

Output 

Script  

Output 

Script  
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## Figure 27.2(a) 

screeplot(Data2.pca, type="lines") 

## Figure 27.2(b) 

screeplot(Data2.pca)   

The resulting scree plots are shown as follows: 

 
(a)                                      (b) 

Fig. 27.2: Scree plot as a (a) line diagram and (b) histogram 

Interpretation from the scree plot:  
A scree plot is a plot of the principal component number (i = 1, 2, 3, 
4) versus the ordered eigenvalues iλ  (from largest to smallest) of 
the sample covariance matrix. Here, we can observe the scree plot 
in Figure 27.2, which plots four eigenvalues from largest to smallest, 
specifically the values 1  2.3598986, 2  0.8946763, 3  
0.4757499 and 4  0.2696752 versus i = 1, 2, 3, 4.  

The most apparent change in the slope of a scree plot occurs at 
component 2, which is an “elbow” of the scree plot. Therefore, 
based on the scree plot, we decide to retain the first principal 
component only. 

There is also another way to decide the number of components to 
be retained by making use of Kaiser’s criterion: According to it, we 
should only retain the principal components for which variance is 
above 1 (when the principal component analysis was applied to 
standardised data). It can be checked by finding the variances of 
each of the principal components. We have already obtained the 
variances of 4 principal components for the given data: 2.3598986,  
0.8946763, 0.4757499, and 0.2696752. Clearly, the variance of only 
the first principal component is > 1. We again recommend retention 
of only the first principal component, which explains 59% of the total 
variation in the original data.  

Step 18:  Scatterplots of principal components: 
The predicted values of the principal components are stored in an 
element named x of the result object Data2.pca. This contains a 

Script  
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matrix with the predicted principal components, also known as 
scores, where the first column in the matrix comprises of the 
predicted values of the first principal component, the second 
column contains the predicted values of the second component, 
and so on. Thus, we obtain the predicted scores as: 

 

Data2.pca$x  

The output will be a (111  4) matrix, which is same as the 
dimension of the original data matrix that is used for principal 
components. The first six predicted scores for all four principal 
components are given as: 

 

> head(Data2.pca$x) 

          PC1               PC2                PC3               PC4 

1 -0.2726394   -0.18433164   -1.2576791   -0.32622834 

2 -0.4052513   -0.84419442   -0.5938775   -0.08837888 

3 -1.2489240    0.05003039    0.2599028    0.24522285 

4 -1.1149542    1.59939991   -1.2610867   -0.22256616 

5 -0.4959531    1.08198111   -1.5569659    0.04440281 

6 -2.3366141   -0.21435233   -0.3663025   -0.89109860 

Step 19: You can also extract the predicted values or scores of the first and 
 second principal components, which are shown as follows: 

 

### Store given data in a vector 

 x.s.pca$x [ , 1]  

x.s.pca$x [ , 2]  

We now draw a scatter plot of the predicted values of the first two 
principal components. We consider the first principal component on 
the X-axis and the second principal component on the Y-axis. The 
data points can also be labelled with the months during which the 
particular data point is observed. The resulting code is given as 
follows:  

 

> plot (x.s.pca$x [ , 1] , x.s.pca$x [ , 2])  

# add labels (number of month, that is; 5, 6, 7, 8 or 9) to the scatter plot 

> text (x.s.pca$x [ , 1], x.s.pca$x [ , 2], x2$Month, cex=0.7, pos=4, col="red")   

The resulting scatter plot is shown as follows: 

Script  

Script  

Script  

Output 
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Fig 27.3: Scatter plot of first two principal components 

We see from the scatterplot in Figure 27.3 that data points for 
months 7 and 8 have higher values of the first principal component 
than for months 5, 6 and 9. Therefore, the first principal component 
separates data points for months 7, 8 and 5, 6, 9. We also observe 
that data points for month 8 have lower values of the second 
principal component than those for months 5 and 7. Therefore, the 
second principal component separates data points for months 8 and 
5, 7.  

Therefore, the first two principal components can be used to 
distinguish data points for the different months. 

Step 20:  Biplot of principal components: 

A biplot is a graphical representation of the information contained in 
an (n × p data matrix. In the name biplot, bi signifies the fact that the 
“biplot” displays in a single diagram the variances and covariances 
of the variables and the distances between units that are 
represented as rows. A biplot is a two-dimensional representation of 
a data matrix obtained from eigenvalues and eigenvectors of the 
covariance matrix. The distance between the points representing the 
units, that is, data represented in a particular row, reflects the 
generalised distance between the units (rows), the length of the 
vector (corresponding to each variable (column) used in carrying out 
PCA) from the origin to the coordinates representing a particular 
variable reflects the variance of that variable. At the same time, the 
correlation of two variables is reflected by the angle between the two 
corresponding vectors for the two variables: the smaller the angle, 
the greater the correlation. The first component, by large, separates 
the rows by their overall values with respect to each variable used in 
PCA, with the second component indicating which variables consist 
of the maximum values for a particular unit (row). 

A biplot is a type of scatterplot of the first two principal components 
that can also help in interpreting the first two principal components. 
In this plot, the original data are represented by principal 
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components that explain the maximum variance in the dataset by 
using the loading vectors and the principal component scores. A 
biplot has two components: scores (as points in the biplot) and 
loading vectors (as vectors shown with arrows). In the biplot, each 
point represents a sample (an individual row of the dataset), and the 
vectors represent loading vectors. Each loading vector corresponds 
to the loading pair per original variable in the database. The x-axis 
shows the scores of the first principal component, and the y-axis 
shows the scores of the second principal component.  

To create a biplot using R, we use the biplot() function. We specify 
the pca object and, by setting the parameter scale = 0, in the 
biplot() function, as we need to scale the scores and loadings, in 
order to fit the data on the same plot. Its syntax is given as follows: 

Syntax 

biplot (x, … )  

where, 

Argument Description 

x  It is a fitted PCA object.  

… Further arguments to be passed. 

 

 

biplot(x.s.pca, col = c('blue','red'), scale = 0, xlabs=Data1$Month)  

That will produce the following plot: 

 
Fig 27. 4: Biplot of first two principal components 

It is observed that Figures 27.3 and 27.4 show similar plots for the data points. 
In addition, Figure 27.4 shows the loading vectors corresponding to the four 
variables that are used in PCA. From Figure 27.4, it is observed that the 
loading vectors corresponding to variables Ozone and Temp almost coincide 
with each other, which means they are highly correlated, whereas the angle 
between the loading vector corresponding to variable Wind and that for 

Script  
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Ozone and Temp is large, which can be interpreted as having a low degree of 
correlation between them. 

Also, note that we can simply use the biplot(Data2.pca) to create a biplot. 
Such a plot will additionally display the row names corresponding to each 
plotted point, whereas the command used in Step 20 produces a better 
display. 

You should now apply what you have learnt in this session to another problem. 

 

Do the following exercise in R: 

CA27.1 Load the mtcars dataset from R Environment and carry out the 
 following tasks: 

(i) Extract the data considering variables (columns) 1, 3, 4, 5, 6 
and 7. 

(ii) Create a pairwise scatter plot of the variables mentioned in (i) 
above. 

(iii) Obtain the eigenvalues and eigenvectors 
 

(iv) Carry out PCA using the variables mentioned in (i) above and 
interpret. 

(v) Create a scree plot and interpret it. How many principal 
components should be retained? 

(vi) Create a scatter plot of the first and second principal 
components and interpret in terms of number of cylinders in 
different models of cars. 

  

Continuous Assessment 27 

               Instructions for CA 27 

1) Follow the description and R code explained in Sections 27.3 
and 27.4 to comprehend how to apply a principal component 
analysis to determine a new set of uncorrelated variables for the 
data mentioned in Problem 1 of Section 27.2. It will help you in 
solving CA27.1. 

2) Write all necessary R script for the exercise mentioned in 
“Continuous Assessment 27” as explained in this lab session. 
Take screenshots of the final codes and all outputs. Also mention 
the necessary interpretations of the results obtained. 

3) Do not forget to keep all screenshots in your record book as 
these will contribute towards your continuous assessment in the 
lab course. 




