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20.1 _ INTRODUCTION |
In Session 19, you have learnt how to deal with multicollinearity,
het'eroscedastlcny and aujcocorrelatlon' while fltterg linear regress.|on model. In {re s Libraries\
Unit 12 of MST-017: Applied Regression Analysis, we have studied how to
evaluate the models regressed on all possible subsets of the explanatory Note that you need to

install packages only
once when you use it first
time. But you must call
each library using the
library() function in each

variables and then choose the best-performing model among the considered
combinations.

In this lab session, we evaluate and identify the best subset regression

models in R. We will discuss how to use residual sum of squares, coefficient R session.

of determination, adjusted coefficient of determination, Mallows' C;, statistic > library (readxl)

and PRESS statistic to obtain the best subset regression model. We will also > library (MASS)
examine the Akaike Information Criterion (AlIC) and Bayesian Information > library (car)

Criterion (BIC) to evaluate the best subset model, which explains the > library (alsrr)
maximum amount of variation using the least number of explanatory variables. \» library (stats) /

In the next lab session, you will learn the variable selection approach, which
identifies the most significant explanatory variables to be included in the
regression model.

Expected Learning Outcomes

After performing activities from this session, you would be able to:

@,

+« identify the best subset regression model manually and using built-in
function in R; 113
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Scan to
Download Data

R/
°

R/
°

assess the subset models based on MSS
statistic and PRESS statistic in R;

Res? a

R2?, dej, Mallows' C,

examine the best subset regression model using the Akaike information
criterion (AIC) and Bayesian information criterion (BIC) in R; and

evaluate the best subset regression model using built-in functions in R.

20.2 ( PROBLEM DESCRIPTION |

114

To study the impact of age (in years), weight (in kgs), stress level
(categorical scale 1 — 30) and walking time (in minutes) on blood sugar
levels (in mg/dL), a researcher has recorded the following data on 30
patients who visited a hospital during a specified period:

Table 1: Blood sugar, age, weight, stress and walking time of 30 patients

Blood_Sugar Age Weight Stress | Walking_time
130 38 55 11 25
135 39 60 13 30
140 43 64 14 29
126 41 56 15 31
150 42 65 7 35
160 44 70 5 27
170 46 75 14 25
180 47 77 16 35
190 51 79 17 40
200 54 74 19 45
210 57 71 22 30
230 58 73 21 35
160 61 68 23 55
170 52 69 24 50
185 63 73 25 53
150 42 65 13 35
155 43 70 15 40
160 47 74 16 39
146 45 66 17 41
170 46 75 9 45
180 48 80 7 37
190 50 85 16 35
200 51 87 18 45
210 55 89 19 50
220 58 84 21 55
230 61 81 24 40
250 62 83 23 45
180 65 78 25 65
190 56 79 26 60
205 67 83 27 63

For this data, consider (a) MSS .., (b) RZ, (c) R .., (d) C,, (e)
PRESS,, (f) AIC and (g) BIC, to evaluate all possible subset regression
models based on

(i) available explanatory variables.

(i)  up to two explanatory variables.
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20.3 [/ COMPUTATION OF MSSkes, R2, R2,,

MALLOWS' C, STATISTIC AND PRESS
STATISTIC

You have learnt in Unit 12 of MST-017 how to use residual mean sum of
squares (MSS,_, ), coefficient of determination (R?), adjusted coefficient of

Res

determination (Rﬁdj), Mallows' C, statistic and PRESS statistic for evaluating

subset regression models to decide the best-fitted model. Here, we briefly
mention the main formulae as follows:

Step 1: For k explanatory variables X1, Xz, ..., X, there will be 2%
possible subset regression models and an intercept-only model.

Step 2: In the case of p (= k+1) parameters model with k explanatory
variables, the residual mean sum of squares can be defined as:
SS

p.Res 1
k1 ..(1)

MSS, ., = 6 =

Step 3: As discussed in Section 3.6 of Unit 3, let us define the coefficient of
determination in the case of a model with p parameters as:

SS

R2 =1- b= (2
: s6. (2)
where SS . is the residual sum of squares for a p-parameter
subset model with k explanatory variables, and SSrt is the total sum of
squares.

Step 4: The value of Rf\dj for a p-parameter model is determined as:

e o (=1 ey, MSS

—1_ p.Res 3

~8S,/(n-1)
Step 5: The PRESS statistic is defined for the p-parameter model as:

r

PRESS, =32 = 2[1 —ih.} ..(4)

i=1 i=1

Step 6: The Mallows' C, statistic is defined as:

SS Res
C =—2= n+2(k +1) ...(5)

—hes
P c

where &° is an estimate of o2, which is determined based on the full
model, i.e., the model fitted using all k explanatory variables.

20.3.1 Steps for Computation in R

In Problem 1, we are given data on response variable as Blood_Sugar (Y)
while Age (X1), Weight (Xz), Stress (X3) and Walking_time (X4) are four
explanatory variables. In this case, we can define an intercept-only model and
a maximum of (24 —1) =15 subset models. We will elaborate on all these

subset models in Section 20.5. 115
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For the sake of simplicity, here we describe how to determine the MSS . ,

Rs, Rs_AdJ., Cp and PRESSp in R for only one regression model, say, Y on X4,
Xz, X3 and X4 model by using all the given explanatory variables. The required
steps are given as follows:

Step 1: We first load and read the data mentioned in Problem 1 from an Excel
file into the R environment as:

€ Script =0

## Load and read the data

library(readxl)

¢ mydatal <- read_excel("E:/R Lab/Variable Selection.xlsx")
ﬂ&/:‘ X1 <- mydatal$Age

X2 <- mydatal$Weight

X3 <- mydatal$Stress

N

X4 <- mydatal$Walking time
Y <- mydatal$Blood_Sugar

The first six rows of mydata1 are shown as follows:

Output

> head(mydatal)

# A tibble: 6 X 5
Blood Sugar Age Weight Stress Walking time

<dbl> <dbl> <dbl> <dbl> <dbl>
1 130 38 55 11 25
2 135 38 60 13 30
3 140 43 64 14 29
4 126 41 56 15 31
) 150 42 65 7 35
6 160 44 70 5 27

Step 2: We fit the linear regression model of Y on X7, X2, X3 and X4 using
the Im() function as:

€ Script -
[ )
ﬂ/'j ## Fit the model
222 | Model full <- Im(Y ~ X1 + X2 + X3 + X4)
Model_s <- Im(Y ~ X1 + X2 + X3 + X4)

0

Note that we are denoting the fitted full model by Model_full and the
subset model by Model_s (for simplicity, in later use) while dealing
with all subset models.

Step 3: You can extract the residual mean sum of squares (6> =MSS,,, ),

coefficient of determination (R?), and adjusted coefficient of
116 determination (R§Glj ), as explained in Session 11 as:
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€ Script
## Residual mean sum of squares
MSS_Res <- (summary(Model_s)$sigma )*2
## Extract coefficient of determination
R2 <- summary(Model_s)$r.squared
## Extract adjusted coefficient of determination

AR2 <- summary(Model_s)$adj.r.squared

After running the code, we obtain the following output:

Output

> MSS_Res
[1] 164.164

> R2

[1] 0.8591876
> AR2

[1] 0.8366576

Step 4: We now determine the PRESS residuals and then PRESS statistic as

per equation (4) as:

€ Script
## Compute PRESS residuals
r_i <- residuals(Model_s) / (1 - hatvalues(Model_s))
## Obtain PRESS statistic

PRESS_statistic <- sum(r_i*2)

The PRESS statistic is obtained as follows:

Output

> PRESS_statistic

[1] 5886.373

Step 5: To compute the Mallows' C,, statistic, we first determine the residual
sum of squares for the fitted model (Model_s) and the residual mean
sum of squares for the full model. Note that here, the fitted model is

the same as the full model (Model_full), as we considered the case

of fitting the model with all given explanatory variables. We then

compute the Mallows' C,, statistic using the formula given in equation

(5) as:

117
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€ Script =0
## Residual sum of squares for fitted model
SS_Res <- sum((Y - predict(Model_s))"2)
## Residual mean sum of squares for full model
MSS_Res_full <- (summary(Model_full)$sigma )"2
## Define n and k
n <- nrow(mydatal)
k <- length(Model_s$coefficients) - 1
## Compute Cp
Cp <- (SS_Res/MSS_Res_full)-n + 2 * (k + 1)

The value of Cp is given as follows:

Output

>Cp
[1]15

Step 6: We can also use the built-in function ols_mallows_cp() to compute
Mallow's C, of the fitted model. This function is a part of the olsrr
package whose syntax is given as follows:

Syntax
ols_mallows_cp(model, fullmodel, ...)
where,
Argument Description
model It is a model object of class Im.
fullmodel It is a full model (based on all explanatory variables) object of class

Im.
Further arguments to be passed.

For the fitted model Model_s, the Mallows' C,, statistic can also be determined
using the ols_mallows_cp() function as:

€ Script ==

## Install and load olsrr package
install.packages("olsrr")

library(olsrr)

## Calculate Mallows' Cp of fitted model
ols_mallows_cp(Model_s, Model_full)

It gives the following output:

Output

[1]5
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You can observe that the outputs obtained in Steps 5 and 6 are the same.

204/ COMPUTATION OF AKAIKE AND
BAYESIAN INFORMATION CRITERIA

As discussed in Sections 12.3 and 12.4 of MST-017, we have learnt how to
use the Akaike Information Criteria (AlIC) and Bayesian Information Criteria
(BIC) to compare several subset models for choosing the best-fitted model.
The lower AIC and BIC scores suggest the best-fitted model. Here, we briefly
mention the main formulae as follows:

Step 1: We can compute Akaike Information Criteria (AIC) in terms of log-

likelihood as:

AIC=-2(InL) _ +2(k+1) ...(6)

SS,
or, AIC=nln| === | n[n(2r)+1]+2(k +1) A7)

n

Step 2: After excluding the term n[ln(2n)+1] , AIC is determined as:
A|C=n|n(%j+2(k+1) ..(8)
n

Step 3: Similar to AIC, Bayesian Information Criteria (BIC) is determined in
terms of log-likelihood as:

BIC=-2(InL) _ + (k+1) In(n) ...(9)
or, BICzn{In(%JHn(Zn)H}L (k+1) In(n) ...(10)

Step 4: BIC after ignoring the term n[In(2r)+1], is computed as:
BIC:nIn[%}+ (k+1) In(n) ..(11)

20.4.1 Steps for Computation in R

Let us now compute the AIC and BIC in R for regression model Y on X, X2, X3
and Xs by following the steps given ahead:

Step 1: We first fit the regression model Model_s as explained in Steps 1 and
2 of Section 20.3.1.

Step 2: We then obtain the values of n, k and SS_Res as described in Step 5
of Section 20.3.1.

Step 3: We now compute the Akaike Information Criteria (AIC) and Bayesian
Information Criteria (BIC) as per equations (8) and (11), respectively,

as:
€ Script =0

## AIC ——
AIC1 <- n *log(SS_Res/n) + 2*(k+1) —\\w

[ ¥l
## BIC E——
BIC1 <- n * log(SS_Res/n) + (k+1)*log(n)

119
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The values of AIC and BIC are obtained as follows:

Output

> AIC
[1] 157.5563
> BIC
[1] 164.5623

Step 4: We can also use the extractAIC() function to calculate the AIC for a
fitted model, which is a part of the stats function. Its syntax is given

as follows:
Syntax
extractAIC(fit, k = 2, ...)
where,
Argument Description
fit It is a fitted model object.
k It specifies the ‘weight’ of the equivalent degrees of freedom part in

the AIC formula. By default, it takes k = 2 for AIC. For BIC, we
define k = log(n).
Further arguments to be passed.

We compute AIC and BIC for Model_s using the extractAIC()

function as:
€ Script =0
) I ## Compute AIC and BIC
";;; AIC2 <- extractAIC(Model_s)
BIC2 <- extractAIC(Model_s, k = log(n))

It gives the following output:

Output

> AIC2
[1] 5.0000 157.5563
> BIC2
[1] 5.0000 164.5623

You can observe that the extractAIC() function and manual
computation provide the same values of the AlIC and BIC for the fitted
model Model_s.

Step 5: The stats package also has two functions AIC() and BIC(), to obtain
the values of AIC and BIC, respectively, for a fitted model. However,
you can also compute BIC from the AIC() function.

Note that the extractAIC(), AIC() and BIC() functions give different values
because they use different constants. The syntax of the AIC() and BIC()
120 functions is given as follows:
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Syntax

AIC(object, K, ...)
BIC(object, k, ...)

where,
Argument Description
object It is a fitted model object.
k It is the numeric penalty per parameter. By default, it takes k = 2 for
AIC. For BIC, we define k = log(n).
Further arguments to be passed.
We now compute the AIC and BIC for Model_s using the AIC() and
BIC() functions as:
€ Script =5
## AIC using AIC()

AIC3 <- AIC(Model_s)

## BIC using AIC() and BIC()
BIC3 <- AIC(Model_s, k = log(n))
BIC4 <- BIC(Model_s)

Here is the generated output.

Output

> AIC3
[1] 244.6926
> BIC3
[1] 253.0998
> BIC4
[1] 253.0998

Step 6:

You can notice that these values of AIC and BIC differ from those
obtained from the manual computation and extractAIC() function in
Steps 3 and 4, respectively.

You might be curious about these differences in the values of AIC
and BIC. The AIC() function considers the additive constant term
n[In(2r)+1] and (k + 2), instead of (k + 1), as it assumes the (k + 2)

number of estimated parameters (including the intercept and error
variance along with the regression coefficients corresponding to k
explanatory variables).

We consider the formulae mentioned in equations (7) and (10) by
using p = (k + 2) instead of (k + 1). Try the following commands to get
more clarity about the formulae used behind the AIC() and BIC()
functions:

121
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€ Script =0

## Manual Computation behind AIC() and BIC()

AIC4 <- n *log(SS_Res/n) + 2*p + n*(log(2*pi) + 1)
BIC5 <- n *log(SS_Res/n) + p*log(n) + n*(log(2*pi) + 1)

It provides the following output:

Output

> AIC4
[1] 244.6926
> BIC5
[1] 253.0998

Step 7: You can also use the logLik() function (part of the stats package) to
compute the log-likelihood (InL)max as per the formulae mentioned in

equations (6) and (9) by replacing (k + 1) with (k + 2). The resulting
commands to obtain the AIC and BIC are defined as follows:

€ Script Y=
o I ## Manual Computation behind AIC() and BIC()
II&&

AICS5 <- -2 * logLik(Model_s) + 2*p
BIC6 <- -2 * logLik(Model_s) + p*log(n)

The generated output is given as follows:

Output

> AIC5
'log Lik.' 246.6926 (df = 6)
> BIC6
'log Lik.' 253.0998 (df = 6)

The outputs of Steps 6 and 7 provide the same values of AIC and BIC
as obtained in Step 5 using the AIC() and BIC() functions.

Under Sections 20.3 and 20.4, we have described how to determine
MSS R?, R? C,, PRESS,, AIC and BIC in R for the

p.Res’ p’ p.Adj ’
regression model Y on X1, X2, X3 and X4 for all given explanatory
variables. We can print these values computed for the fitted model
Im(Y ~ X1 + X2 + X3 + X4) rounded-off up to three decimal places
using the round() and c¢() functions, shown as follows:

Output

> round(c(MSS_Res, R2, AR2, PRESS_statistic, Cp, AIC1, BIC1), 3)
[1] 164.164 0.859 0.837 5886.373 5.000 157.556  164.562

122
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20.5 ( SUBSET SELECTION METHODS

In this section, we describe how we can evaluate the various subset models
and obtain the most suitable set of explanatory variables in R. Note that there
will be a total of (2¢— 1) all possible subset regression models for k
explanatory variables. If we wish to include the intercept-only model in these
subsets, then there will be 2% possible subset regression models. In Problem
1, we are provided with four explanatory variables: Age (X1), Weight (Xz),
Stress (X3) and Walking_time (X4). In this case, you can define one intercept-
only model and (24 —1) =15 subset models, given as follows:

(i) intercept-only model, (ii) Y on Xj, (iii) Y on Xz, (iv) Y on Xz, (V) Y on Xq4, (Vi) Y
on X1 and Xz, (vii) Y on X4 and Xs, (viii) Y on X4 and Xa, (ix) Y on Xz and Xs, (X)
Y on Xz and Xa, (xi) Y on Xz and X, (xii) Y on X4, X2 and Xs, (xiii) Y on X4, X2
and X4, (xiv) Y on Xj, Xz and X, (xv) Y on Xz, X3 and X4, and (xvi) Y on X4, Xa,
Xs and X4. We can evaluate all these subset models manually as well as using
the built-in function in R, described as follows:

20.5.1 Manual Selection in R

As described under Sections 20.3 and 20.4, we have computed MSS ., R?,
R? PRESS,, C,, AIC and BIC for the regression model number (xvi), i.e.,

p.Adj *
Y on X4, Xz, X3 and Xs. In the same way, we can determine these values for
the remaining fifteen regression models ((i) to (xv)), considering different
combinations of the explanatory variables to evaluate subset regression
models and find the best-fitted model.

You need to obtain these values by following the steps mentioned under
Sections 20.3 and 20.4. You can match your output with the resulting values
listed as follows:

Table 2: Summary of subset regression models

NSO Ecgl::g:::sry MSSP-Res er: R;Z).Adj PRESSp cp AIC BIC
(1) (2) (3) (4) (5) (6) (7) (8) (9)
1 0 100503 | 0 0 | 3119058 | 149.541 | 208.366 | 209.767
2 X 420866 | 0.596 | 0.581 | 14122.42 | 45.783 | 1832 | 186.002
3 Xz 376.526 | 0.638 | 0.625 | 11776.75 | 38.221 | 179.86 | 182.662
4 Xa 704195 | 0.323 | 0.209 | 22454.88 | 94.108 | 198.642 | 201.444
5 Xa 873125 | 0161 | 0.131 | 27559.81 | 122.921 | 205.093 | 207.895
6 | XiandX: | 258574 | 076 | 0.743 | 8855525 | 18.528 | 169.495 | 173.698
7 | XiandXs | 414.738 | 0.616 | 0.587 | 13658.02 | 44.212 | 183.669 | 187.872
8 | XiandXs | 355048 | 0.671 | 0.647 | 11988.82 | 34.395 | 179.007 | 18321
9 | XeandXs | 30491 | 0718 | 0697 | 9661993 | 26.148 | 174.44 | 178.643
10 | XzandXs | 390405 | 0638 | 0.612 | 12331.17 | 4021 | 181.855 | 186.058
11 | XsandXs | 730276 | 0.323 | 0.273 | 24117.73 | 96.108 | 200.642 | 204.845
12 | X1, Xoand Xs | 268.315 | 0.761 | 0.733 | 9044.866 | 20.495 | 171.472 | 177.077
13 | X1, Xzand Xa | 162.549 | 0.855 | 0.838 | 5835287 | 3.744 | 156.436 | 162.041
14 | X1, Xsand Xa | 360.361 | 0.679 | 0.641 | 12184.01 | 35.073 | 180.32 | 185.925
15 | Xz Xsand Xa | 248.867 | 0.778 | 0.752 | 8503.618 | 17.415 | 169.215 | 174.819
16 X;’nijz;(i(a 164.164 | 0.859 | 0.837 | 5886373 | 5 | 157.556 | 164.562 s
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We can now evaluate all possible subset models based on these different
computed values in Table 2 to solve Problem 1(i). As explained in Unit 12 of
MST-017, we prefer higher values of R3 and RZ,,, while lower values of
MSS PRESSp, Cp, AIC and BIC indicate the choice of best-fitted model.
From Table 2, we can observe that the model with all explanatory variables
(see the light orange highlighted cell in Column 4) is considered the best-fitted
model based on the value of R§ . However, when we look at the values of

R? MSS PRESSp, Cp, AIC and BIC, then we can point out that the

p.Adj ’
model with three variables, X1, Xz and X, is the best-fitted model, as shown by
the light orange highlighted cells of Columns 3 and 5 to 9. Hence, we conclude
that the model with three explanatory variables, Age, Weight, and
Walking_time, can be considered the best-fitted model.

p.Res ’

p.Res’

Now, we evaluate all possible subset regression models up to two explanatory
variables to solve Problem 1(ii). For this purpose, we consider subset
regression models up to two explanatory variables given at S. No. 1 to 11.

R?, R?,,, PRESS,, C,, AIC and

BIC (from Table 2), then we can identify the model with two variables, X1 and
Xo, as the best-fitted model (see light blue highlighted cells of Columns 3 to 9).
Thus, we can consider the model with two explanatory variables, Age and
Weight, as the best-fitted model in this case.

When we observe the values of MSS ..,

20.5.2 Using ols_step_all_possible() Function in R

We use ols_step_all_possible() function to fit subset regression models and
test all the possible subsets considering one, two, three, and so on
explanatory variables. It is a part of the olsrr package whose syntax is given
as follows:

Syntax

ols_step_all_possible(model, max_order, ...)

where,

Argument Description

model It is an object of class Im, i.e., the fitted model.

max_order It defines the maximum subset order to be considered for subset
combinations. By default, it considers number of all explanatory
variables in the model.

Further arguments to be passed.

Note that the object of class "ols_step_all_possible" is a data frame, which
contains the following components column-wise:

Component Description

mindex Model index

n Number of predictors

predictors Predictors in the model

rsquare R-squared of the model

adjr Adjusted R-squared of the model
rmse Root mean squared error of the model
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predrsq Predicted R-squared of the model

cp Mallows’ Cp

aic Akaike information criteria

sbic Sawa Bayesian information criteria

sbc Schwarz-Bayes information criteria

msep Estimated MSE of prediction, assuming multivariate
normality

fpe Final prediction error

apc Amemiya prediction criteria

hsp Hocking's Sp

Let us follow the steps given ahead to fit and evaluate all possible subset
models.

Step 1: We first install and load the olsrr package in R as:

€ Script BB
## Load and install olsrr package | e
install.packages("olsrr") &&&"
library(olsrr)

Step 2: We now pass the full model, i.e., Model_full fitted in Step 2 of
Section 20.3.1, using all given explanatory variables in the
ols_step_all_possible() function and extract its corresponding result
in AP1 as:

€ Script Lh
## Computation using ols_step_all possible() function for full model

AP <- ols_step_all_possible(Model_full) | \j
[ 3 ]
ah ah

AP1 <- AP$result

head(AP1, 4)

The first six rows of AP1 to give you a glimpse of the results are
shown as follows:

Output

> head(AP1)

mindex n predictors rsquare adjr rmse predrsq cp

2 1 1 X2 0.6382773 0.6253587 18.74631 0.59593756 38.22065

1 2 1 X1 0.5956799 0.5812399 19.81940 0.51545732 45.78344
3 3 1 X3 0.3234905 0.2993295 25.63686 0.22956898 94.10826
4 4 1 X4 0.1612022 0.1312452 28.54674 0.05441806 122.92111

X1X2 0.7604635 0.7427201 15.25505 0.69616533 18.52758

N

8 6 2 X2X3 0.7175391 0.6966161 16.56559 0.66849527 26.14842

125



Part D

Model Adequacy Checking and Diagnostics

126

aic shic sbc msep fpe apc hsp
266.9961 179.1605 271.1997 11297.631 401.6274 0.4133973 13.945397
270.3360 182.1937 274.5396 12628.070 448.9241 0.4620801 15.587644
285.7782 196.5153 289.9818 21129.321 751.1411 0.7731537 26.081289
292.2289 202.6230 296.4325 26198.049 931.3329 0.9586260 32.337947
256.6310 169.5536 262.2357 7769.154 284.4314 0.2927668 9.945154
261.5760 173.7062 267.1808 9161.369 335.4009 0.3452300 11.727303

o o A W = N

Note that Columns 9 to 15 are shown below Columns 1 to 8, as we are not
able to show horizontally due to the length constraints.

Step 3: Here, we focus only on Columns 2 to 10. Other components are
beyond the scope of this course. Let us now round off the values of
AP1 up to 3 decimal places, excluding Columns 1, 2 and 3 as:

0
0

€ Script
## Round-off values excluding Columns 1, 2 and 3

AP1[, c(-1, -2, -3)] <- round(AP1][, c(-1, -2, -3)], 3)

The values of Columns 1 to 10 of AP17 are depicted as follows:

Output

> AP1[, ¢(1:10)]
mindex n predictors rsquare adjr rmse predrsq cp aic shic
1 1 X2 0.638 0.625 18.746 0.596 38.221 266.996 179.160
X1 0.596 0.581 19.819 0.515 45.783 270.336 182.194
X3 0.323 0.299 25.637 0.230 94.108 285.778 196.515
X4 0.161 0.131 28.547 0.054 122.921 292.229 202.623
X1 X2 0.760 0.743 15.255 0.696 18.528 256.631 169.554
X2 X3 0.718 0.697 16.566 0.668 26.148 261.576 173.706
X1 X4 0.671 0.647 17.876 0.589 34.395 266.143 177.616
X2 X4 0.638 0.612 18.745 0.577 40.210 268.991 180.090
X1 X3 0.616 0.587 19.320 0.531 44.212 270.805 181.680
X3 X4 0.323 0.273 25.637 0.173 96.108 287.778 197.015
X1X2X4 0.855 0.838 11.869 0.800 3.744 243.573 159.704
X2X3X4 0.778 0.752 14.686 0.708 17.415 256.351 169.189
3 X1X2X3 0.761 0.733 15.249 0.690 20.495 258.608 170.947
3 X1X3X4 0.679 0.641 17.672 0.582 35.073 267.456 178.075
4 X1X2X3X40.859 0.837 11.696 0.798 5.000 244.693 161.476
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Step 4: Since AP1 object is a data frame, we can easily extract the required
values. For example, all values corresponding to Column rsquare
can be extracted with AP1$rsquare. We can then obtain the best
model with the highest coefficient of determination using the
which.max() function and corresponding explanatory variables
(predictors) in the model as:
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Output
> AP1[which.max(AP1$rsquare), c(3, 5)]

predictors rsquare

15 X1 X2 X3 X4 0.859

The highest coefficient of determination corresponds to the model
with four explanatory variables X7, X2, X3, and X4, i.e. R? = 0.859,
which can also be observed from Table 2 determined in Section
20.5.1.

Step 5: Let us extract the best model from AP1 with the highest value of the
adjusted coefficient of determination using the which.max() function
as:

Output
> AP1[which.max(AP1$adjr), c(3, 5)]

predictors adjr

12 X1 X2 X4 0.838

2
adj

variables X1, X2 and X4, i.e., R> = 0.838.

adj

The highest value of R:, is for the model with three explanatory

Step 6: Similarly, we identify the model with the lowest AIC score using
which.min() function as:

Output
> AP1[which.min(AP18$aic), c(3, 9)]

predictors aic

12 X1 X2 X4 243.573

From the output, we can observe that the AIC score for the model with
three explanatory variables X1, X2 and X4 is the minimum. Hence,
this model is considered the best subset model as its AIC score is the
lowest.

Step 7: The ols_step_all_possible() object also provides beautiful graphs
using the plot() function, highlighting the best values of various
criteria already described in Unit 12 of MST-017 as:

€ Script ==

## Plot values obtained in AP

plot(AP)

The resulting plots are displayed as:

127
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All Possible Regression
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Fig. 20.1: Plots for subset models using various criteria

Interpretation

You can also try the The plots shown in Figure 20.1 excellently emphasise the best values of

various criteria corresponding to different numbers of explanatory variables in
the model. You can easily compare these values among the models with
different numbers of explanatory variables. For example, Figures 20.1(a) and
(c) indicate the highest values of R-square (rsquare) and adjusted R-square
(adjr) for Model Index (mindex) 1, 5, 11 and 15, corresponding to one, two,
three and four explanatory variables subset regression models, respectively.
You can observe that the value of R-square (rsquare) and adjusted R-square
corresponding to Model Index 11 (i.e., model with X7, X2, X4) is not
significantly different from that in Model Index 15 (i.e., model with X1, X2, X3,
X4). Hence, we conclude that the model with three explanatory variables, X7,
X2, and X4 is the best-fitted model. In the same way, you can interpret other
128 plots of Figure 20.1.

regsubsets() function,
a part of leaps
package to obtain the

best subset model.
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Step 8: Now, we solve Problem 1(ii) using the ols_step_all_possible()
function to evaluate all possible model subsets up to two explanatory
variables. For this, you should try to pass the desired maximum
subsets in the argument max_order along with Model_full in the
ols_step_all_possible() function. Here, we need to specify
max_order = 2 to obtain all possible subsets only up to 2
explanatory variables. We then store its result in AP2 in the same
way as described in Step 2, given as follows:

€ Script BB
## All model subsets up to 2 explanatory variables | o
AP_order2 <- ols_step_all_possible(Im(Y ~ X1 + X2 + X3 + X4), max_order = 2) ;;;"
AP2 <- AP_order2$result

Step 9: By following Step 3, we obtain the values of Columns 1to 10 of AP2
up to 3 decimal places, shown as follows:

Output

> AP1], c(-1, -2, -3)] <- round(AP1[, c(-1, -2, -3)], 2)

> AP1[, ¢(1:10)]

mindex n predictors rsquare adjr rmse predrsq cp aic shic

2 1 1 X2 0.638 0.625 18.746 0.596 38.221 266.996 179.160
1 2 1 X1 0.596 0.581 19.819 0.515 45.783 270.336 182.194
3 3 1 X3 0.323 0.299 25.637 0.230 94.108 285.778 196.515
4 4 1 X4 0.161 0.131 28.547 0.054 122.921 292.229 202.623
5 5 2 X1X2 0.760 0.743 15.255 0.696 18.528 256.631 169.554
8 6 2 X2X3 0.718 0.697 16.566 0.668 26.148 261.576 173.706
7 7 2 X1X4 0.671 0.647 17.876 0.589 34.395 266.143 177.616
9 8 2 X2X4 0.638 0.612 18.745 0.577 40.210 268.991 180.090
6 9 2 X1X3 0.616 0.587 19.320 0.531 44.212 270.805 181.680
10 10 2 X3 X4 0.323 0.273 25.637 0.173 96.108 287.778 197.015

You can also extract the best-fitted model up to order two by following
Steps 4 to 6.

20.5.3 Using ols_step_best_subset() Function in R

There is another function ols_step_best_subset(), in the olsrr package in R
to select the best subset of explanatory variables based on some distinct
criteria discussed in the previous sections. Its syntax is defined as follows:

Syntax
ols_step_best subset(model, max_order, metric, ...)
where,
Argument Description
model It is a model object of class Im.

max_order It specifies maximum subset order. 129
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metric

It specifies the metric to select the best subset model corresponding
to each 1, 2,... max_order subset models. By default, it uses R? to
select the best subset model. You can specify any of these
‘rsquare”, "adjr", "predrsq", "cp", "aic", "sbic", "sbc", "msep",

"fpe","apc”, "hsp") as per your requirement.

Other arguments to be passed.

We follow the steps given ahead to determine the best subset models:

Step 1: We now pass the full model, i.e., Model_full fitted in Step 2 of

130

Section 20.3.1, using all given explanatory variables and metric =

“aic” in the ols_step_best_subset() function as:

€ Script
## Load and install olsrr package
install.packages("olsrr")
library(olsrr)
## Best subset model using ols_step_best_subset() function

ols_step_best_subset(Model_full, metric = "aic"

Running the code provides the following output:

Output

> ols_step_best_subset(Model_full, metric = "aic"

Best Subsets Regression

Model Index Predictors

1 X2

2 X1 X2

3 X1 X2 X4

4 X1 X2 X3 X4

Subsets Regression Summary
R- Adj.R- Pred R-

Model Square Square Square C(p) AIC SBIC SBC MSEP FPE HSP APC
1 0.6383 0.6254 0.5959 38.2207 266.9961 179.1605 271.1997 11297.6313 401.6274 13.9454 0.4134
2 0.7605 0.7427 0.6962 18.5276 256.6310 169.5536 262.2357 7769.1540 284.4314 9.9452 0.2928
3 0.8550 0.8383 0.7998 3.7442 243.5726 159.7042 250.5786 4891.2015 184.2220 6.5020 0.1896
4 0.8592 0.8367 0.798 5.0000 244.6926 161.4763 253.0998 4947.7212 191.5247 6.8402 0.1971

AIC: Akaike Information Criteria
SBIC: Sawa's Bayesian Information Criteria
SBC: Schwarz Bayesian Criteria

MSEP: Estimated error of prediction, assuming multivariate normality

FPE: Final Prediction Error
HSP: Hocking's Sp
APC: Amemiya Prediction Criteria
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From the output, you can observe that the lowest values of AIC
correspond to one, two, three and four subset regression models,
which are regressed on (X2), (X1, X2), (X1, X2, X4) and (X1, X2, X3,
X4), respectively. In the same way, you can obtain the best subset of
explanatory variables using other criteria.

Before studying further, do the following activity for practice.

Activity 1

\\l‘ll

Write R code to work out the following exercises and interpret the results:
A1) Examples 1 to 3 given in Unit 12 of MST-017.
A2) SAQs 1 to 3 given in Unit 12 of MST-017.

You may also like to match the results with the manual computation done
in Unit 12 of MST-017.

You should now apply the discussed methods to other problems.

Continuous Assessment 20 Ca
Do the following exercises:
CA20.1 Suppose we are interested in developing a linear model for a
household's electricity consumption (with one AC) to predict the
electricity consumption during summer. For this purpose, a sample of
40 houses is selected to build an appropriate linear regression model
for their electricity consumption pattern. We have recorded the
electricity consumption (in kWh), area of house (in square feet),
usage of AC (in hours), temperature (in °C) and number of persons
living in a house during one month of the summer season in Table 3.
Table 3: Electricity consumption data
S. No. Unit Area AC Temperature N; (71227 @)
ersons S

1 1060 1316 5 31 2 can to
2 1150 1420 7 36 4 Download Data
3 1365 1556 12 42 5

4 1275 1488 9 32 5

5 1425 1612 13 40 3

6 1310 1516 10 37 5

7 1365 1556 12 36 2

8 1075 1352 6 34 4

9 925 1168 4 32 3

10 1340 1540 11 37 5

11 1425 1612 13 40 5

12 1150 1420 8 32 4

13 1060 1316 5 33 4

14 1545 1680 15 41 6

15 1140 1388 7 32 4 131




Part D

Model Adequacy Checking and Diagnostics

132

. Number of
S. No. Unit Area AC Temperature Persons
16 1075 1352 6 33 2
17 1620 1736 16 33 7
18 1050 1296 5 34 4
19 1310 1516 10 35 5
20 1645 1760 16 44 7
21 1565 1696 15 42 6
22 1215 1464 9 39 5
23 1275 1488 10 40 5
24 1465 1632 13 42 3
25 1080 1356 7 44 4
26 975 1196 4 32 3
27 1040 1256 5 33 4
28 1340 1540 11 37 5
29 865 1144 4 31 3
30 1175 1440 8 38 4
31 1080 1356 7 37 4
32 1500 1652 15 43 6
33 1175 1440 9 36 4
34 1050 1296 5 31 2
35 1365 1580 12 37 5
36 1465 1632 15 43 6
37 1215 1464 9 33 5
38 1365 1580 12 34 B
39 1140 1388 7 35 4
40 1005 1224 4 36 3

Using this data, solve the following:

(i)

(ii)

Evaluate all subset regression models for available explanatory
variables manually and with the help of a built-in function using
(a) Rf), (b) R?,,, (c) MSS (d) C,, (e) PRESS,, () AIC and

p.Adj *
(g) BIC.

Also, evaluate all subset regression models up to two explanatory
variables combinations using (a) R2, (b) R? ., (¢) MSS .., (d)

p.Adj ’
C,. (e) PRESS,, (f) AIC and (g) BIC.

p.Res ?

Instructions for CA 20

-—

Follow the descriptions and R code explained in Sections 20.3 to
20.5 to comprehend the evaluation of subset regression models for
Problem 1 given in Section 20.2. It will help you in solving CA 20.1.

Write

the necessary R script for the exercise mentioned in

“Continuous Assessment 20” as explained in this lab session. Take
screenshots of the final code, outputs and plots. Also mention the
necessary formulae and state interpretations of the results obtained.

Do not forget to keep all screenshots in your record book as these
will contribute towards your continuous assessment in the lab
course.





